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University of Groningen
Université Paris Diderot

Notice to Contributing Authors to SIG Newsletters
By submitting your article for distribution in this Special Interest Group publication, you hereby grant to ACM the following
non-exclusive, perpetual, worldwide rights:
— to publish in print on condition of acceptance by the editor
— to digitize and post your article in the electronic version of this publication
— to include the article in the ACM Digital Library and in any Digital Library related services
— to allow users to make a personal copy of the article for noncommercial, educational or research purposes
However, as a contributing author, you retain copyright to your article and ACM will refer requests for republication directly
to you.

SIGLOG News (ISSN 2372-3491) is an electronic quarterly publication by the Association for Computing Machinery.

From the Editor

In this issue
We pay tribute to two recently deceased pre-eminent computer scientists: Mike Gordon and Maurice Nivat.
The issue features three technical columns.
– Nathanaël Fijalkow discusses undecidable problems for probabilistic automata in the
Automata column edited by Mikołaj Bojańczyk.
– David Basin, Cas Cremers, Jannik Dreier and Ralf Sasse present the T AMARIN prover – the latest tool for the symbolic analysis of security protocols – in Matteo Maffei’s
Privacy & Security column.
– In Mike Mislove’s Semantics column, Franck van Breugel writes about bisimilarity
distances for probabilistic systems.
As usual, we wrap up with the latest issue of SIGLOG Monthly, prepared by Daniela
Petrişan.
SIGLOG News is still looking for a volunteer to coordinate a section on book reviews.
Please email editor@siglog.org if you are interested.

Andrzej Murawski
University of Oxford
SIGLOG News Editor
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Chair’s Letter

SIGLOG is well into its fourth year as a SIG. At the recent SIG governing board meeting I noted that we are still the youngest SIG. Our finances are reasonably healthy
and I want to push for more support for workshops and for students who need to travel
to conferences. This past summer we supported the Women in Logic meeting and the
Logic Mentoring Workshop both held in conjunction with LICS in Reykjavik.
We have strong ties to SIGPLAN and to SIGACT. One other SIG that we may want
to consider cooperating with is SIGSAM (Symbolic and Algebraic Manipulation). With
the great interest in the verification community in topics like SMT solvers it would
seem to me to be a natural scientific partner. The chair of SIGSAM proposed to organize a two-day workshop that would bring these communities together. I am sure that
this will be of interest to our verification community.
I close with some sad news. Maurice Nivat one of the pioneers of our field recently
passed away. There will be an obituary in this issue which will contain details of his
scientific contributions. Here I note his tremendous contributions to the community
by founding the journal Theoretical Computer Science as well as EATCS, one of our
European partner organizations. Another huge loss is Mike Gordon FRS of Cambridge
University who is known for his early textbook on denotational semantics and more
recently for the development of the HOL theorem prover.

Prakash Panangaden
McGill University
ACM SIGLOG Chair
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O BITUARIES
Michael J C Gordon FRS (1948-2017)

Professor Michael Gordon was a pioneer in the field of interactive theorem proving,
with a focus on hardware verification. This field is concerned with certifying system
designs by proving their correctness mathematically. Mike Gordon shaped this field
from the beginning, demonstrating the feasibility of hardware verification on realworld computer designs. His students extended the work to such diverse areas as the
verification of floating-point algorithms, the verification of probabilistic algorithms and
the verified translation of source code to (necessarily correct) machine language code.
In recognition of his achievements, he was elected to the Royal Society in 1994, and he
continued to make valuable contributions until the end of his career.
In the 1970s, as a postdoctoral researcher at Edinburgh University, Mike Gordon
was part of the team that built Edinburgh LCF. This was an interactive theorem prover: a program for undertaking formal proofs in a logical calculus (the Logic for Computable Functions). And it was the first of its kind. Although the LCF calculus soon
fell out of favour, the architecture of Edinburgh LCF is now almost universally adopted by today’s interactive provers. This early project also introduced the ML family of
functional programming languages.
ACM SIGLOG News
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Mike met his wife Avra during his first post-doc in 1974, a year spent with John
McCarthy at the Stanford Artificial Intelligence Lab where Avra was a Research Assistant. They were colleagues at Edinburgh and Cambridge until Avra retired in 1991
to raise the family.
Mike Gordon was appointed to a Lectureship at Cambridge in 1981. There he turned
his attention to hardware, introducing first LCF LSM (Logic for Sequential Machines)
and then HOL (Higher Order Logic). One of his key contributions was to demonstrate
the effectiveness of higher order logic as a general formalism for verification, replacing earlier specialised formalisms. At the time, first order logic was preferred both by
logicians themselves and by the AI community; Mike demonstrated that higher order
logic could be implemented effectively and used to specify hardware designs from the
gate level right up to the processor level, as well as abstract hardware specifications. A
steady stream of PhD students extended the applicability and power of the HOL system to unimagined levels. Cambridge promoted Mike to Reader in 1988 and Professor
in 1996.
The impact of his work, along with that of the students and colleagues, is worldwide.
Techniques that originated in his group at Cambridge are used by major chip vendors
and have deeply influenced the entire field of interactive theorem proving.
Mike Gordon’s colleagues and students will remember him as an attentive and supportive listener, of unfailing kindness and generosity. He is survived by his wife, Avra
Cohn, and by their two children Katriel and Reuben Cohn-Gordon.
Reproduced by permission of the Department of Computer Science and Technology,
University of Cambridge
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Maurice Nivat (1937-2017)

Maurice Nivat, honorary professor at the university Paris Diderot and corresponding
member of the French Académie des Sciences passed away on 21 September 2017.
Born in 1937, Maurice Nivat passed the entrance examination to the École Normale
Supérieure in 1956. Henri Cartan, director of mathematics at the time at the School,
offered him the chance to work at the new CNRS Computing Centre, the Institut Blaise Pascal. Maurice Nivat learnt Lisp, Algol... and became a computer scientist, even
though the word did not yet exist — it was created at the beginning of the 1960s.
In 1961, Maurice Nivat became an assistant at the Faculté des Sciences de Paris.
He met Marcel-Paul Schützenberger who introduced him to coding theory. He then
learned language theory, and taught it to his younger colleagues Jean Berstel, JeanFrançois Perrot and Michel Fliess.
From 1965 to 1967, Maurice Nivat was a senior lecturer at Grenoble then, from 1967
to 1969, in Rennes. In 1967, he defended his doctoral thesis and obtained the post of
Lecturer at the Faculté des Sciences de Paris in 1969. He also discovered the semantics
of programming languages.
It was at the beginning of the 1970s that, in parallel to his work, Maurice Nivat
started devoting a lot of time and energy to building research teams, at IRIA and at
Paris 7, both newly created institutions.
ACM SIGLOG News
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In 1970, Schützenberger introduced Maurice Nivat to the IRIA, organised into projects. In 1971 Maurice Nivat created a “Formalised Semantics of Programming Languages” project. The project included Philippe Flajolet, Jean-Marc Steyaert, Bruno Courcelle, Gérard Huet, Gérard Berry, and also for a short period Jean-Jacques Lévy. The
subject quickly received reinforcements from other young researchers who were returning from the USA: Jean-Marie Cadiou, Gilles Kahn and Jean Vuillemin. This project,
renamed “Theory of Programming”, lasted until 1979 — but he continued to advise
Jacques-Louis Lions, then his successor, Alain Bensoussan, until 1996.
Maurice Nivat also launched the Écoles de Printemps d’Informatique Théorique in
1973, which played a crucial role in the constitution of a veritable network of theoretician computer scientists. These Schools served in particular to foster considerable
interaction between the Paris 7 group and the group from building 8 of the IRIA.
At the university, Maurice Nivat contributed to the creation of the LITP (Laboratoire
d’Informatique Théorique et Programmation) in 1975 of which he was the co-director
until 1985, with Jacques Arsac then with Bernard Robinet. He was also responsible
for the first compulsory Computer Science course taught to the students at École Polytechnique in 1975.
On the European stage, Maurice Nivat played an essential role in the creation of the
EATCS (European Association for Theoretical Computer Science) in 1972, alongside
Jaco de Bakker, Corrado Böhm and Mike Paterson. The association organised the first
International Colloquium on Automata, Languages and Programming (ICALP) at the
IRIA. In 1976, Maurice Nivat founded the journal Theoretical Computer Science (TCS)
for which he was the chief editor for almost 25 years.
In 1982, Maurice Nivat was charged by Jean-Pierre Chevènement and Alain Savary,
ministers of Research and Education respectively, with writing a report on the electronic sector, entitled “Knowledge and Know-How in Information Technology”. Laurent
Fabius, who had become Minister of Research and Industry, asked Maurice Nivat to
chair the Conseil Scientifique du Programme Mobilisateur de la Filière Electronique
(Scientific Council of the Computer Science Sector Mobilising Programme). He then
implemented the Programmes de Recherche Coordonnés (PRC) (Coordinated Research
Programmes), which were generously funded for several years and gave a fantastic
boost to French Computer Science research. The following PRCs also came into existence: Programming (Robert Cori), Mathematics for Information Technology (Dominique Perrin, then Philippe Flajolet), C3 (Cooperation, Competition, Communication)
(Jean-Pierre Verjus), BD3 (Databases) (Claude Delobel) Linguistic Computer Science
(Martine Gross).
Maurice Nivat was appointed corresponding member of the Académie des Sciences
in 1983.
Relieved in 1985 of his heavy national responsibilities, Maurice Nivat continued his
research at Université Paris-Diderot and at the École Normale Supérieure de Lyon,
taking an interest in new subjects, in particular pixellisation and discrete tomography.
Called upon once again by the Minister responsible for Research to chair the Observatoire de la Recherche en Informatique (IR Research Think Tank) in France, he
spent a large amount of energy in 1993 and 1994 coordinating the work of around
ACM SIGLOG News
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twenty or so researchers and manufacturers, all that for a report which was eventually hastily buried... Maurice Nivat has always regretted that politicians and major
manufacturers did not deploy sufficient effort to create a powerful national or European IT industry.
Maurice Nivat retired in 2001.
Maurice Nivat made it his mission to convince the academic world and the public
authorities of the necessity of considering Information Technology as a science in the
full sense of the word, and of building its foundations, and not just a simple tool at the
service of other disciplines. He constantly tried to raise the awareness of the scientific
community as well the deciders of the economic or social challenges of Information
Technology. Maurice Nivat was a passionate man, with a (very) strong personality. He
was endearing, and throughout his career had an enormous workload, had an amazing
imagination, untiring curiosity, and a very sturdy sense of humour!
A pioneer of French and also European theoretical Computer Science, a researcher
renowned throughout the world, initiator of large federating programmes, Maurice
Nivat occupies a unique place in the history of his discipline.
Reproduced by permission of INRIA
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Maurice Nivat (1937-2017)
Maurice Nivat, professor of theoretical computer science at the University of Paris
VII ‘Denis Diderot’, left us on September 21 at the age of 79 after fiercely fighting for
more than one year against a terrible illness. The role of Maurice in our field has been
overwhelming.
First of all he has been a great scientist who contributed fundamental research work
in a variety of fields ranging from formal languages and automata theory to semantics
and, more recently, to tilings and discrete geometry. His rigorous and deep algebraic
approach, inherited from his mentor Marcel-Paul Schützenberger, has permeated for
a long time the French school of theory of computing. In his academic activity he raised an incredible series of brilliant computer scientists who are now among the most
prominent researchers in their domain.
But for computer scientists in Europe and worldwide, the role and the merits of
Maurice go way beyond his scientific activity. In 1971 Maurice, started to undertake
initiatives at European level, in cooperation with Alfonso Caracciolo, with the aim to
gain an international recognition for a research domain that was moving its first steps:
l’informatique théorique and to gather the European community of researchers in this
field. In 1972 this effort successfully led to the foundation of the European Association
for Theoretical Computer Science. To the Association Maurice devoted a lot of energy
both as President (from 1972 to 1977) and first Bulletin editor and, more generally,
as supporter and advisor. Again in 1972 Maurice initiated the ICALP series of conferences, organizing for the first time in Paris a conference on automata, languages and
programming that is now one of the top world conferences in the field of theory of computing. In 1973 Maurice started another initiative that became, again, a success story:
the series of Spring schools, known as ‘École de Printemps en Informatique Théorique’,
that are still going on and annually gather top world scientists. In 1975 the first issue of the journal Theoretical Computer Science was published by North Holland. The
journal, that had been originally conceived as the journal of EATCS, thanks to the inexhaustible energy of Maurice and his farsighted view of the main relevant directions
of computing theory, immediately became one of the most important journals in the
field. Maurice remained Editor in Chief of the journal for 25 years, and brought it to
the current level of excellence.
In 2002 the journal Theoretical Computer Science, with the support of the entire theory community, published a special issue devoted to the scientific achievemnets of Maurice Nivat with the title: Merci, Maurice: a mosaic in honour of Maurice Nivat (guest
editor P. L. Curien, Theoretical Computer Science 281, ISSN 0304-3975). For those who
read French, an interesting paper on Maurice Nivat is at https://interstices.info/jcms/
c 32847/maurice-nivat-une-vision-a-long-terme-de-la-recherche-en-informatique.
All friends and colleagues of Maurice that gather in the EATCS , the Association
that he created 45 years ago wish to express their sorrow to his wife Paule and to his
sons Dominique and Jean-Luc and to his daughter Catherine.

Reproduced by permission of EATCS
ACM SIGLOG News
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AUT

AUTOMATA C OLUMN
MIKOŁAJ BOJAŃCZYK, University of Warsaw
bojan@mimuw.edu.pl

Probabilistic automata are, at first glance, a mild generalisation of nondeterministic
automata. It turns out, however, that adding probability makes natural questions undecidable, e.g. “decide if there is some word accepted with probability at least 1/2”. In
this column, Nathanaël Fijalkow explains this and other undecidability results.
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Undecidability Results for Probabilistic Automata
Nathanaël Fijalkow,
Alan Turing Institute of Data Science and University of Warwick, UK

The model of probabilistic automata was introduced by Rabin in 1963. Ever since, undecidability results
were obtained for this model, showing that although simple, it is very expressive. This paper provides
streamlined constructions implying the most important negative results, including the celebrated inapproximability result of Condon and Lipton.

1. INTRODUCTION AND DEFINITIONS

By way of introducing the model of probabilistic automata defined by Rabin [Rabin
1963], we highlight its characteristic features. As a starting point, we model processes:
— with finitely many states, each of them representing a configuration of the process,
— evolving at discrete time steps, meaning that one transition is fired at each time unit
leading from a state to another,
— with probabilistic behaviour, i.e. the choice of transition follows a fixed probabilistic
distribution.
We let Q denote the finite set ofPstates. A (probabilistic) distribution over Q is a
function : Q ! [0, 1] such that q2Q (q) = 1. The set of distributions over Q is
denoted D(Q).

Reactive and generative processes. An important distinction to be made for probabilistic
processes is reactive versus generative processes [van Glabbeek et al. 1995], which
arises when the transitions are labelled by symbols from a finite set ⌃. In the reactive
model [Pnueli 1985], the symbols from ⌃ are inputs to which the process reacts; Milner
describes reactive models using the mechanistic metaphor of pushing buttons [Milner
1980]. In the generative model, the symbols from ⌃ are outputs which are observed.

We are in this paper interested in reactive probabilistic automata, sometimes called
Rabin probabilistic automata [Rabin 1963]. In this setting the transition function is
defined by:
: Q ⇥ ⌃ ! D(Q),

which reads: from a state q and an input letter a in ⌃, the probability to reach p is
(q, a)(p).
For the sake of comparison, we mention generative probabilistic automata, commonly called Segala automata [Segala and Lynch 1995] (note that Segala automata
usually combine probabilistic and non-deterministic behaviour). In this setting the
transition function is defined by:
: Q ! D(Q ⇥ ⌃),

which reads: from a state q, the probability to reach p and output the letter a in ⌃ is
(q)(p, a). Although syntactically close, reactive and generative automata behave in a
ACM SIGLOG News
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very different way, and the problems studied here for reactive probabilistic automata
do not make much sense for Segala automata.
For the remainder of this paper by probabilistic automata we mean reactive probabilistic automata.
Definitions. A probabilistic automaton is a tuple A = (Q, qin , , F ), where qin is the
initial state, : Q ⇥ ⌃ ! D(Q) is the transition function, and F is the set of accepting
states.
Given a word w = a1 · · · an , a run ⇢ over w is a sequence of states q0 , q1 , . . . , qn . The
probability of such a run is
Y
A(⇢) =
(q` 1 , a` )(q` ).
`2{1,...,n}

w

We let RunA (p ! q) denote the set of runs ⇢ over w starting in p and finishing in q
w
with A(⇢) > 0. The number A(p ! q) is the probability to go from p to q reading w,
defined as the sum of the probabilities of its runs:
X
w
A(p ! q) =
A(⇢).
⇢2RunA (p

w

!q)

A run ⇢ is accepting if it starts in qin and finishes in an accepting state, i.e. a state in
F . We let RunA (w) denote the set of accepting runs over w. The probability of w over A
is defined as the sum of the probabilities of its accepting runs:
X
A(w) =
A(⇢).
⇢2RunA (w)

Algorithmic analysis of probabilistic automata. A large part of the literature on probabilistic automata is about constructing algorithms for determining the properties of the
function

A : ⌃⇤ ! [0, 1].

for a probabilistic automaton A given as input. The properties of interest depend on
which of the two main views one adopts on probabilistic automata: either as an automaton model, or as a subclass of partially observable Markov decision processes
(POMDP).
Probabilistic automata in automata theory. Probabilistic automata are naturally rooted in
automata theory. For instance, weighted automata over the semiring (R, +, ⇥) are essentially probabilistic automata. Interestingly, Schützenberger developed the framework of weighted automata in 1961 [Schützenberger 1961], before Rabin introduced
the subcase of probabilistic automata.
With a formal language theory approach, Rabin [Rabin 1963] defines the threshold
language induced by a probabilistic automaton A and a threshold c as:

L

c

(A) = {w 2 ⌃⇤ | A(w)

c} .

The emptiness problem asks, given a probabilistic automaton A and a threshold c,
whether the language L c (A) is non-empty, i.e. whether there exists a word w such
that A(w)
c. The dual problem is the universality problem: given a probabilistic
automaton A and a threshold c, is it true that for all words w we have A(w) c?
Probabilistic automata as partially observable Markov decision processes. Probabilistic automata form the subclass of blind POMDP where the controller has no observation at
all on the evolution of the system. Indeed in this setting a strategy reduces to a single
ACM SIGLOG News
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word. This game-theoretic interpretation yields the notion of the value of a probabilistic automaton A:
val(A) = sup A(w).
w2⌃⇤

The natural questions here are to compute, approximate, or compare the value to a
given threshold.
One undecidability result. Many negative results are known: all the problems mentioned
above are undecidable, as well as many variants. The aim of this paper is to give one
result implying the most important undecidability results, and a simple self-contained
proof for it.
More specifically, the following theorem subsumes the undecidability of the problems mentioned below: the emptiness problem (1), the universality problem (2), the
isolation problem (3), the Condon-Lipton approximation problem (4), and the value 1
problem (5).

T HEOREM 1.1. There exists no algorithm such that: given a probabilistic automaton A,

— if val(A) = 1, then the algorithm outputs “Yes”,
— if val(A)  12 , then the algorithm outputs “No”.

The value 12 will appear in the constructions, but of course it can easily be replaced
by any other value between 0 and 1. It is important to remark that the algorithm is not
completely specified: if val(A) 2 12 , 1 , then the algorithm can do anything, including
not terminating.
Corollaries. We discuss the most important undecidability results from the literature,
which are all implied by Theorem 1.1 as special cases. The first two questions to be
considered were the emptiness and universality problems described above, which were
shown undecidable by Paz [Paz 1971]:
9w 2 ⌃⇤ , A(w)

c,

(1)

8w 2 ⌃ , A(w) c.
(2)
Almost equivalently, one may ask whether val(A) c or val(A)  c, which are undecidable as well.
One may think that the reason for undecidability is that words may get arbitrarily
close to the threshold c. In this direction, Rabin proved that if the threshold c is isolated, i.e. if there exists " > 0 such that for all words w, we have |A(w) c| ", then
L c (A) is regular [Rabin 1963]. Determining whether a fixed threshold c is isolated
was proved undecidable by Bertoni [Bertoni et al. 1977]:
⇤

9" > 0, 8w 2 ⌃⇤ , |A(w) c| ".
(3)
The seminal result of Condon and Lipton [Condon and Lipton 1989] pushes this
even further, by showing that one cannot even approximate the value. The statement
is the following: given 0 < ↵ <
< 1, there exists no algorithm such that given a
probabilistic automaton A,
⇢
if val(A)
, then the algorithm outputs “Yes”,
(4)
if val(A)  ↵, then the algorithm outputs “No”.

The equivalent original formulation was as a promise problem: we assume that the
input satisfies either val(A)
or val(A)  ↵, and we want to determine which one it
is.
ACM SIGLOG News
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Gimbert and Oualhadj [Gimbert and Oualhadj 2010] showed that one does not recover decidability by replacing the threshold c by 1, i.e. asking a qualitative question
rather than a quantitative one. More specifically, the value 1 problem is undecidable:
given a probabilistic automaton A, determine whether val(A) = 1, or equivalently:
8" > 0, 9w 2 ⌃⇤ , A(w)

1

".

(5)

Positive Results

Not all is dark and gloomy for probabilistic automata. Indeed, an undecidability result
is merely an invitation to refine the model and to find decidable subclasses.
Several positive results were obtained for the problems discussed above. For instance, algorithms were constructed for the emptiness problem and value approximation for hierarchical automata [Chadha et al. 2011; 2013; Chadha et al. 2015]
and automata of bounded ambiguity [Fijalkow et al. 2017], or for the value 1 problem for leaktight automata [Gimbert and Oualhadj 2010; Chatterjee and Tracol
2012; Fijalkow et al. 2012; Fijalkow et al. 2015; Fijalkow 2016; 2017]. A remarkable example is the equivalence problem, which asks whether two probabilistic automata define the same function. It was proved to be decidable in polynomial time by
Schützenberger [Schützenberger 1961], and later by Tzeng [Tzeng 1992]. Recently, this
problem has been further analysed, leading to very efficient randomised algorithms
with applications to software verification [Kiefer et al. 2011; 2013].
We study in this paper finite probabilistic automata over finite words. Extensions to
infinite words have been studied by Baier, Bertrand, and Grösser [Baier et al. 2012],
see also [Chadha et al. 2011], and then to infinite trees [Carayol et al. 2014]. Extensions to infinite probabilistic automata have also been considered, for instance pushdown versions [Brázdil et al. 2013; Brázdil et al. 2014] and timed versions [Bertrand
et al. 2014].
2. EXAMPLES AND CONSTRUCTIONS
The binary value automaton

The very first automaton given as an example in the paper by Rabin [Rabin 1963]
introducing probabilistic automata recognises the binary function, i.e. it computes the
value of a rational number given in binary with least significant digit on the left:
R

bin (a1 · · · an ) =

n
X
i=1

ai
2n

i+1

.

We present on the left-hand side of Figure 1 a simpler automaton computing the same
function but reversing the input:
bin(a1 · · · an ) =

n
X
ai
i=1

2i

.

The expanding automaton

The automaton presented on the right-hand side of Figure 1 was used in the proof of
the undecidability of the value 1 problem [Gimbert and Oualhadj 2010]. The alphabet
is ⌃ = {check, sim}, the initial state is q0 and the unique accepting state is >. The
choice of names for the two letters will make more sense when using this automaton
in the proof of Theorem 1.1.
In this informal explanation, we are computing the value of A, so we are looking
for words maximising the probability to be accepted by A. After reading one check,
ACM SIGLOG News
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1:1

1:

1
2

0:

sim, check : 1

?

1
2

sim, check : 1

>

0:1
q0

check : 1

sim : 1

x

sim : x

0:

1:

L

1
2

check : 1

q0

1:1
1
2

?

sim : 1

>

R
check :

sim : x

1
2

check :

1
2

sim : 1

x

0:1
Fig. 1. The probabilistic automaton on the left-hand side computes the function bin. The probabilistic
automaton on the right-hand side has value 12 if x  12 , and has value 1 if x > 12 .

the distribution is uniform over L, R. To reach >, one needs to read a check from the
state L, but on the right-hand side this leads to the non-accepting absorbing state ?.
In order to maximise the probability to reach >, one tries to “tip the scales” to the left,
which can only be achieved by reading sim a certain number of times. If x  12 , there
is no hope to achieve this: reading a letter sim gives more chance to stay in R than in
L thus all words are accepted with probability at most 12 , and val(A) = 12 . However, if
x > 12 then we show that A has value 1.
We have:
A(q0

check simn

! L) =

1 n
·x
2

and

A(q0

check simn

! R) =

1
· (1
2

x)n .

We fix an integer N and analyse the action of reading (check simn )N : there are N
“rounds”, each of them corresponding to reading check simn from q0 . In a round, there
are three outcomes: winning (that is, remaining in L) with probability pn = 12 · xn ,
losing (that is, remaining in R) with probability qn = 12 · (1 x)n , or going to the next
round (that is, reaching q0 ) with probability 1 (pn + qn ). If a round is won or lost, then
the next check leads to an accepting or rejecting sink; otherwise it goes on to the next
round, for N rounds. Hence:
PN 1
A((check simn )N ) =
(pn + qn ))k 1 · pn
k=1 (1
= pn ·
=

1 (1 (pn +qn ))N
1 (1 (pn +qn ))

1
1+ pqn
n

· 1

(1

1

(pn + qn ))N

1

We now set N = 2n and assume x > 12 . A simple calculation shows that the sequence
n
((1 (pn + qn ))2 1 )n2N converges to 0 as n goes to infinity. Furthermore, 1 x x < 1,
n
so pqnn = 1 x x
converges to 0 as n goes to infinity. It follows that the acceptance
probability converges to 1 as n goes to infinity:
n

lim A((check simn )2 ) = 1.
n
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Simple constructions

We conclude this section by discussing three simple constructions for probabilistic automata.
Complementation. Given a probabilistic automaton A, we can construct a probabilistic automaton computing the function 1 A. This is achieved by switching accepting
and non-accepting states.
Convex combinations. Given two probabilistic automata A and B, we can construct a
probabilistic automaton computing the function 12 A+ 12 B. Indeed, we consider the union
of the two automata, and add a new state which is initial and leads with probability 12
to each automata. This construction generalises to arbitrary convex combinations.
Products. Given two probabilistic automata A and B, we can construct a probabilistic
automaton computing the function A · B. To this end we consider the synchronised
product of the two automata, with a pair of states being accepting if both states are
accepting.
3. PROOFS

The proof of Theorem 1.1 is obtained by a reduction from the emptiness problem.
For the sake of completeness, we first briefly recall the proof of undecidability for the
emptiness problem.
Undecidability of the emptiness problem

Gimbert and Oualhadj [Gimbert and Oualhadj 2010] gave a simple exposition of the
undecidability proof of Bertoni [Bertoni 1974] for the emptiness problem. The construction is based on the automaton computing the function bin given in Section 2.
— First, show that the equality problem is undecidable: given a probabilistic automaton A, does there exist a word w such that A(w) = 12 ? The proof is by reduction
from Post’s Correspondence Problem (PCP), which can be defined as follows: given a
⇤
pair of monoid homomorphisms '1 , '2 : ⌃⇤ ! {0, 1} , does there exist a non-empty
word w such that '1 (w) = '2 (w)? Using the automaton above computing bin, complementation and convex combinations, we construct a probabilistic automaton A such
that A(w) = 12 bin('1 (w)) + 12 (1 bin('2 (w))). Since the function bin is (essentially1 )
injective, A(w) = 12 is equivalent to '1 (w) = '2 (w), proving the correctness of the
reduction.
— Second, show that the emptiness problem is undecidable by reduction to the equality
problem above. Given a probabilistic automaton A, one can construct a probabilistic
automaton A0 such that A0 (w) = A(w) · (1 A(w)). This is achieved by constructing
a complement and a product as described above. Since for x in [0, 1], the following
equivalence holds: x = 12 if, and only if, x · (1 x) 14 , the first undecidability result
implies the undecidability of the emptiness problem.
Note that this proves that the emptiness problem is undecidable with non-strict
1
1
inequalities: A(w)
4 . (It is easy to replace the constant 4 by any constant in (0, 1).)
However, since the equality problem is undecidable, this implies that the emptiness
problem with strict inequalities is also undecidable.
Proof of Theorem 1.1

We now prove Theorem 1.1 by constructing a reduction from the emptiness problem.
The construction is essentially the same as for the undecidability of the value 1 prob1 One

needs to ensure that the last letter is a 1, which is achieved using a small technical twist.
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⌃, end, check : 1

⌃, end, check : 1

>

?

check : 1

⌃, end : 1
q0

F
end : 1

check : 1

end : 1

end : 1

F

L

R
check :

check :

1
2

1
2

end : 1

A

A

Fig. 2. The automaton B constructed in the reduction.

lem by Gimbert and Oualhadj [Gimbert and Oualhadj 2010], the main improvements
are in the correctness proof. Let A be a probabilistic automaton on the alphabet ⌃, we
construct a probabilistic automaton B on the alphabet ⌃ [ {check, end} such that:
if there exists a word w such that A(w) > 12 , then val(B) = 1,
otherwise for all words w we have A(w)  12 , and then val(B)  12 .

The reduction is illustrated in Figure 2. We start from the expanding automaton
described in Section 1, and substitute the transitions for the letter sim by a simulation
of A on a word w. In the expanding automaton, reading sim from L has two outcomes:
staying in L with probability x, and going to q0 with probability 1 x. The probabilistic
automaton B mimics this behaviour: reading w end from L has two outcomes, staying
in L with probability A(w), and going to q0 with probability 1 A(w).
Hence the analysis of the expanding automaton A can be repeated mutatis mutandis
for B. Assume that there exists a word w such that A(w) > 12 , then limn B((check ·
n
(w · end)n )2 ) = 1, so val(B) = 1. Conversely, assume that for all words w, we have
1
A(w)  2 , then every finite word is accepted by B with probability at most 12 . The
words accepted with non-zero probability are concatenations of words of the form
w = check · w1 · end · w2 · end · · · · wn · end,

with wi 2 ⌃ . Since A(wi )  12 for every i, it follows that in B, after reading w, the
probability to be in L is smaller than or equal to the probability to be in R. It follows
that the value of B is at most 12 .
⇤

We now conclude the proof of Theorem 1.1. Assume towards contradiction that there
exists an algorithm A as stated in Theorem 1.1, we show how to use the reduction
above to construct an algorithm for the emptiness problem. Let A be a probabilistic
automaton given as input, we construct B following the reduction above, and run the
algorithm A on B. By construction, the probabilistic automaton B either has value 1 or
value at most 12 , so the algorithm A terminates on input B. Moreover, B has value 1 if,
and only if, A is non-empty, so the answer given by algorithm A solves the emptiness
problem for A, contradicting the undecidability of the emptiness problem.
REFERENCES
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Nathanaël Fijalkow. 2016. Characterisation of an Algebraic Algorithm for Probabilistic Automata. In
STACS.
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The present column is dedicated to cryptographic protocol analysis, a research field
in which the synergy between logics and security has proven particularly fruitful, leading to the development of automated cryptographic protocol verifiers, which are by now
mature enough to handle today’s protocol standards, such as TLS. This is a remarkable
result, given the complexity of protocol analysis: security properties, which encompass
trace properties as well as observational equivalence relations, are undecidable and,
in particular, have to be proven against a universally quantified attacker, which can
schedule the communication among honest parties, possibly interleaving different protocol sessions, and arbitrarily intercept, modify and create cryptographic messages.
In this column, David Basin, Cas Cremers, Jannik Dreier, and Ralf Sasse illustrate
Tamarin, a state-of-the-art cryptographic protocol verifier featuring automatic and interactive theorem proving modes. This tool has been used to analyse various modern cryptographic protocols, which were previously out of reach of automated analysis
techniques.
Thanks to the authors for accepting the invitation!
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1. INTRODUCTION

During the last three decades, there has been considerable research devoted to the
symbolic analysis of security protocols and existing tools have had considerable success
both in detecting attacks on protocols and showing their absence. Nevertheless, there is
still a large discrepancy between the symbolic models that one specifies on paper and
the models that can be effectively analyzed by tools.
In this paper, we present the T AMARIN prover for the symbolic analysis of security
protocols. T AMARIN takes as input a security protocol model, specifying the actions
taken by the agents running the protocol in different roles (e.g., the protocol initiator,
the responder, and the trusted key server), a specification of the adversary, and a specification of the protocol’s desired properties. T AMARIN can then be used to automatically
construct a proof that the protocol fulfills its specified properties, even when arbitrarily
many instances of the protocol’s roles are interleaved in parallel, together with the
actions of the adversary.
In more detail, and as will be explained in subsequent sections, T AMARIN’s execution
model is that of a labeled transition system. The state space is made up of multi-sets
of facts, representing the adversary’s knowledge, messages on the network, and the
protocol participants’ state. The protocol and adversary capabilities are then specified
by multi-set rewriting rules. A sequence of transitions gives rise to a trace, which is
the sequence of the labels of the applied rules. Properties are specified in a guarded
fragment of first-order logic that allows quantification over messages and timepoints,
and formulas are interpreted over traces. Proofs are constructed using backward search
with support for reasoning modulo equational theories. As practical examples, these
features enable the tool to handle: protocols with non-monotonic mutable global state
and complex control flow such as loops; complex security properties such as the eCK
model [LaMacchia et al. 2007] for key exchange protocols; and equational theories such
as Diffie-Hellman, bilinear pairings, and convergent user-specified theories with the
finite variant property [Comon-Lundh and Delaune 2005].
T AMARIN provides two ways to construct proofs. It has an efficient, fully automated
mode that combines deduction and equational reasoning with heuristics to guide the
proof search. If the tool’s automated proof search terminates, it returns either a proof
of correctness (for an unbounded number of role instances and fresh values) or a
counterexample, representing an attack that violates the stated property. However,
since the correctness of security protocols is an undecidable problem, the tool may
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not terminate on a given verification problem. Hence, users may need to resort to
T AMARIN’s interactive mode to explore the proof states, inspect attack graphs, and
seamlessly combine manually guided proofs with automated proof search.
T AMARIN is based on a number of key ideas. Algorithmically, it builds upon and generalizes the backwards search used by the Scyther tool [Cremers 2008] to enable protocol
verification. Support for the theory for Diffie-Hellman exponentiation was developed
in [Schmidt et al. 2012]. In the theses of Meier [Meier 2013] and Schmidt [Schmidt 2012],
the approach was extended with trace induction and with support for bilinear pairings and operators modulo associativity-commutativity (AC). Recent work [Basin et al.
2015a] has extended T AMARIN to handle equivalence properties. Tamarin now supports
user-defined convergent equational theories with the finite variant property [Dreier
et al. 2017a], while previously only the smaller set of subterm-convergent user defined
theories was supported.
T AMARIN Resources.. The main webpage of the T AMARIN Prover is hosted at [T AMARIN
team 2017] and provides links for downloading the tool, an extensive user manual, and
further reading. T AMARIN’s development is a collaborative effort, and we encourage
contributions to the tool, the manual, and the case studies. See the webpage for details
on how to contribute.
Outline.. The remainder of this paper is structured as follows. In Section 2 we provide
an overview of the T AMARIN system. In Section 3, we summarize some of the more
prominent applications of T AMARIN. We compare to related work in Section 4 and
conclude in Section 5 with a brief discussion of future perspectives.
2. SYSTEM OVERVIEW

We start with an example that illustrates T AMARIN’s use. Afterwards, we describe its
underlying foundations and implementation.
2.1. Example: Diffie-Hellman Key Exchange
Input.. T AMARIN takes as its command-line input the name of a theory file that
defines the equational theory modeling the protocol messages, the multi-set rewriting
system modeling the protocol, and a set of statements specifying the protocol’s desired
properties. To analyze the security of a variant of the Diffie-Hellman protocol, we use a
theory file that consists of the following parts.
Input: Equational Theory. To specify the set of protocol messages, we write:
builtins: diffie-hellman
functions: mac/2, shk/0 [private]

This enables support for Diffie-Hellman (DH) exponentiation and defines two additional
function symbols, while the DH built-in includes constant g already. The support for DH
exponentiation defines the operator ^ for exponentiation, which satisfies the equation
(g^x)^y=(g^y)^x, and additional operators and equations. We use the binary function
symbol mac to model a message authentication code (MAC), the constant g to model the
generator of a DH group, and the constant shk to model a shared secret key, which is
declared as private and therefore not directly deducible by the adversary. Support for
pairing and projection using < , >, fst, and snd is provided by default.
Input: Protocol. Our protocol definition consists of three (labeled) multi-set rewriting
rules. Each rule is a triple: sequences of facts as left-hand-sides, labels, and right-handsides. Facts are of the form F (t1 , . . . , tk ) for a fact symbol F and terms ti . The protocol
rules use the fixed unary fact symbols Fr and In in their left-hand-side to obtain fresh
names (unique and unguessable constants) and messages received from the network.
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To send a message to the network, they use the fixed unary fact symbol Out in their
right-hand-side. Note that both participants in this exchange can send their initial
message to their partner independently, unlike in the often used initiator-and-responder
setup.
Our first rule models the creation of a new protocol thread tid that chooses a fresh exponent x and sends out g^x concatenated with a MAC of this value and the participants’
identities:
rule Step1: [ Fr(tid:fresh), Fr(x:fresh) ] [ ]!
[ Out(<g^(x:fresh), mac(shk, <g^(x:fresh), A:pub, B:pub>)>)
, Step1(tid:fresh, A:pub, B:pub, x:fresh) ]

In this rule, we use the sort annotations fresh and pub to ensure that the corresponding
variables can only be instantiated with fresh and public names. An instance of the
Step1 rule rewrites the state by consuming two Fr-facts to obtain the fresh names tid
and x and generating an Out-fact with the sent message and a Step1-fact denoting that
the given thread has completed the first step with the given parameters. The arguments
of the Step1-fact denote the thread identifier, the actor, the intended partner, and the
chosen exponent. As the rule has no label it has no direct effect on the trace. However,
it does change the state, thereby enabling further rules that consume the state facts in
its conclusion.
Our second rule models the second step of a protocol thread:
rule Step2: [ Step1(tid, A, B, x:fresh), In(<Y, mac(shk, <Y, B, A>)>) ]
[ Accept(tid, Y^(x:fresh)) ]! []

Here, a Step1-fact, which must have been created in an earlier Step1-step, is consumed
in addition to an In-fact. The In-fact uses pattern matching to verify the MAC. The corresponding label Accept(tid, Y^(x:fresh)) denotes that the thread tid has accepted
the session key Y^(x:fresh).
Our third rule models revealing the shared secret key to the adversary:
rule RevealKey: [] [ Reveal() ]! [ Out(shk) ]

The constant shk is output on the network and the label Reveal() ensures that the
trace reflects whether and when a reveal has happened.
The set of protocol traces is defined via multi-set rewriting (modulo the equational
theory) with these rules and the built-in rules for fresh name creation, message reception by the adversary, message deduction, and message sending by the adversary, which
is observable via facts of the form K(m). More precisely, the trace corresponding to a
multi-set rewriting derivation is the sequence of the labels of the applied rules.
Input: Properties. We define the desired security properties of the protocol as trace
or equivalence properties. In the case of trace properties, the labels of the protocol rules
must contain sufficient information to state these properties. In T AMARIN, properties
are specified as so-called lemmas, which are then discharged or disproven by the tool.
lemma Accept_Secret:
8 i j tid key. Accept(tid,key)@i & K(key)@j ) 9 n. Reveal()@n & n < i

The lemma quantifies over timepoints i, j, and n1 and messages tid and key. It uses
predicates of the form F @ i to denote that the trace contains the fact F at index i and
predicates of the form i < j to denote that the timepoint i is earlier than the timepoint j.
The lemma states that if a thread tid has accepted a key key at timepoint i and key
is also known to the adversary, then there must be a timepoint l prior to i where the
shared secret was revealed.
1 In

T AMARIN’s input language, timepoint variables are prefixed with #, which we leave implicit here.
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Since 2015 [Basin et al. 2015a], T AMARIN can also handle equivalence properties.
Equivalence properties are used to represent privacy properties, including anonymity
and unlinkability, but can also be used for strong secrecy as well as real-or-random
secrecy. This allows analysis of protocols for voting or e-cash. Equivalence properties are
specified using a special diff-operator, similar to the ProVerif tool [Blanchet 2001]. The
diff-operator takes two parameters and can be used inside the terms in the protocol
specification. A protocol specification gives rise to a labeled transition system. Using
diff-terms creates two systems that are identical except in the values under such diffterms. T AMARIN will then try to prove that the two systems obtained by (1) replacing
the diff-terms by their first parameter, and (2) replacing the diff-terms by their second
parameter, are observationally equivalent.
Previously, T AMARIN only supported user-defined equational theories that are
subterm-convergent, meaning their right-hand side is a strict subterm of the lefthand side. Since 2017 [Dreier et al. 2017a], T AMARIN supports a much larger set of
user-defined equational theories, which must only be convergent and have the finite
variant property. This larger set of supported equational theories enables modeling, e.g.,
blind signatures. The equational theory for blind signatures contains an equation of the
form unblind( sign( blind(m,b), sk), b ) = sign(m,sk) which was not admissible
before as sign(m,sk) is not a subterm of the left-hand side of the equation. Using the
new version of T AMARIN, verification of both e-cash and voting protocols was completed.
Output. Running T AMARIN on this input file yields the following output.
analyzed example.spthy: Accept_Secret (all-traces) verified (9 steps)

The output states that T AMARIN successfully verified that all protocol traces satisfy the
formula in Accept_Secret.
Alternative Input. For the trace mode only, an alternative input language, similar
to the applied-pi calculus, is available. This input gets automatically translated to
T AMARIN’s multi-set rewriting input using a sound and complete translator [Kremer
and Künnemann 2014]. This simplifies use of T AMARIN for users experienced in appliedpi calculus based tools, like ProVerif, and also enables easier reuse of already existing
protocol specifications that have been written for such tools.
2.2. Theoretical Foundations

A formal treatment of T AMARIN’s foundations is given in the theses of Schmidt [Schmidt
2012] and Meier [Meier 2013]. For an equational theory E, a multi-set rewriting system
R defining a protocol, and a guarded formula ' defining a trace property, T AMARIN can
either check the validity or the satisfiability of ' for the traces of R modulo E. As usual,
validity checking is reduced to checking the satisfiability of the negated formula.
For satisfiability checking, constraint solving is used to perform an exhaustive, symbolic search for executions with satisfying traces. The states of the search space are
constraint systems. For example, a constraint can express that some multi-set rewriting
step occurs in an execution or that one step occurs before another step. We can also
directly use formulas as constraints to express that some behavior does not occur in
an execution. Applications of constraint reduction rules, such as simplifications or case
distinctions, correspond to the incremental construction of a satisfying trace. If no
further rules can be applied and no satisfying trace was found, then no satisfying trace
exists.
For symbolic reasoning, we exploit the finite variant property [Comon-Lundh and
Delaune 2005] to reduce reasoning modulo E with respect to R to reasoning modulo AC
with respect to the variants of R using folding variant narrowing [Escobar et al. 2012].
This enables T AMARIN to deal with a very large class of equational theories and since
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Fig. 1. T AMARIN’s interactive mode

the last extension [Dreier et al. 2017a], user-specified equational theories only have to
be convergent and ensure the finite variant property.
T AMARIN’s equivalence mode is documented in [Basin et al. 2015b]. In a nutshell,
T AMARIN computes all possible executions of the protocol on both systems using its
constraint solving, and tries to find equivalent executions on the other side by mirroring.
If these mirrors exist for all executions, then equivalence holds. If at least one execution
does not have a mirror, then this represents a potential attack. As the equivalence mode
is sound but not complete, such an attack may be spurious.
2.3. Implementation and Interactive Mode

T AMARIN is written in the Haskell programming language. Its interactive mode is implemented as a webserver, serving HTML pages with embedded JavaScript. T AMARIN’s
source code is publicly available from its webpage [T AMARIN team 2017]. Figure 1
shows T AMARIN’s interactive mode, which integrates automated analysis and interactive proof guidance, and provides detailed information about the current constraints or
counterexample traces. Users can carry out automated analysis of parts of the search
space and perform partial unfoldings of the proof tree. Fully automated proof search is
available on the command-line without the need to use the interactive mode and GUI.
3. EXAMPLES OF APPLICATIONS

T AMARIN’s flexible modeling framework and expressive property language make it
suitable for analyzing a wide range of security problems. Table I shows selected results
when using T AMARIN in the automated mode. These results illustrate T AMARIN’s
scope and effectiveness at unbounded verification and falsification. We now describe
applications grouped by the features of T AMARIN they used and what was achieved.
Key Exchange Protocols. We used T AMARIN to analyze many authenticated key
exchange protocols with respect to their intended adversary models [Schmidt et al. 2012].
These protocols typically include Diffie-Hellman exponentiation and are designed to
satisfy complex security properties, such as the eCK model [LaMacchia et al. 2007].
Earlier works had only considered some of these protocols with respect to weaker
adversaries, which cannot reveal random numbers and both short-term and long-term
keys.
Loops and Mutable Global State. We also used T AMARIN to analyze protocols with
loops and non-monotonic mutable global state. Examples include the TESLA protocols,
the security device and contract signing examples from [Arapinis et al. 2011], the
keyserver protocol from [Mödersheim 2010], and the exclusive secrets and envelope
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Table I. Selected results of the automated analysis of case studies included in the public T AMARIN repository. Here,
KI denotes key independence.
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.

Protocol

Security property

Result

Time [s]

Details in

KAS1
NAXOS
STS-MAC
STS-MAC-fix1
STS-MAC-fix2
TS1-2004
TS2-2004
TS3-2004
UM
TLS handshake
TESLA 1
TESLA 2 (lossless)
Keyserver
Security Device
Contract signing protocol
Envelope (no reboot)
SIGJOUX (tripartite)
SIGJOUX (tripartite)
RYY (ID-based)
RYY (ID-based)
YubiKey (multiset)
YubiHSM (multiset)

KI with Key Compromise Impersonation
eCK
KI, adversary can register arbitrary public keys
KI, adversary can register arbitrary public keys
KI, adversary can register arbitrary public keys
KI
KI with weak Perfect Forward Secrecy
KI with weak Perfect Forward Secrecy
Perfect Forward Secrecy
secrecy, injective agreement
data authenticity
data authenticity
keys are secret or revoked
exclusivity (left or right)
exclusivity (abort or resolve)
denied access implies secrecy
Perfect Forward Secrecy
Perfect Forward Secrecy, ephemeral-key reveal
Perfect Forward Secrecy
Perfect Forward Secrecy, ephemeral-key reveal
injective authentication
injective authentication

proof
0.7
proof
4.4
attack
4.6
proof
9.2
proof
1.8
attack
0.3
attack
0.5
non-termination
attack
1.5
proof
2.3
proof
4.4
proof
16.4
proof
0.1
proof
0.4
proof
0.8
proof
32.7
proof
102.9
attack
111.5
proof
10.3
attack
10.5
proof
19.3
proof
7.6

[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Schmidt et al. 2012]
[Meier 2013]
[Meier 2013]
[Meier 2013]
[Meier 2013]
[Meier 2013]
[Meier 2013]
[Meier 2013]
[Schmidt 2012]
[Schmidt 2012]
[Schmidt 2012]
[Schmidt 2012]
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protocol models for TPMs from [Delaune et al. 2011]. In each case, our results are more
general or the analysis is more efficient than previous results. Additionally, T AMARIN
was successfully used to analyze the YubiKey and YubiHSM protocols [Künnemann
and Steel 2012].
Protocols with Many Messages and Multiple Parties: ARPKI. We proposed a
new public key infrastructure, called the Attack Resilient Public Key Infrastructure
(ARPKI) [Basin et al. 2014; Basin et al. 2016]. ARPKI extended classic public key
infrastructures using multiple certificate authorities and log servers. ARPKI was
modeled and analyzed using T AMARIN, and only possible due to the support for mutable
state.
Group Protocols and Bilinear Pairings. Using T AMARIN’s support for bilinear
pairing (BP) different group protocols were analyzed [Schmidt et al. 2014]. The group
protocols STR and GDH based on Diffie-Hellman were verified, as was BP-based Group
Joux. Note that these group protocols do not limit the number of participants and were
proven for an arbitrary number of participants. Furthermore, the tripartite protocol
Signed Joux and TAK1 were both each falsified and verified (property/adversary-modeldependent). Additional identity-based protocols RYY, Scott, and Chen-Kudla were
similarly proven, respectively falsified, showing exactly the weakest assumptions under
which the protocols still satisfy their desired security properties. Details on the properties verified and automated verification time measurements are available [Schmidt
et al. 2014, Table I].
Transport Layer Security (TLS). The largest case study so far in T AMARIN has
been the upcoming IETF TLS 1.3 standard, which is the main foundation for Internet
security and also widely used to establish secure channels in a variety of contexts. As
of writing, TLS 1.3 is nearing completion. TLS comprises a complex combination of
sub-protocols with intricate interactions that require loops and complex state. During
the development process, T AMARIN was used to analyze different draft versions. For
one of these proposals, T AMARIN found a critical attack [Cremers et al. 2016]. T AMARIN
was also used to verify the final revision of TLS 1.3 [Cremers et al. 2017b].
Non-Subterm Convergent Equational Theories. As T AMARIN supports any convergent equational theory that has the finite variant property, it can also be used to analyze protocols that use, for example, blind signatures or trapdoor commitments [Dreier
et al. 2017a]. We have used it to study Chaum’s digital cash protocol [Chaum 1982]
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which uses blind signatures and whose modeling also required the use of global state.
We have verified anonymity, untraceability, as well as unforgeability, which states that
no coins can be maliciously created. We also analyzed the FOO e-voting protocol [Fujioka et al. 1992], which relies on blind signatures. We have been able to check vote
privacy (modeled as an equivalence property) and furthermore eligibility (modeled as
a trace property). We additionally verified the Okamoto e-voting protocol [Okamoto
1996], which relies on trapdoor commitments to achieve receipt-freeness. In particular
we provided the first automated proof of receipt-freeness for this protocol.
Electronic Payment Protocols. Cortier et al. [Cortier et al. 2017] used T AMARIN to
verify a new EMV-compliant payment protocol, which is stateful as it uses tokens and
counters. They verified complex security properties including a property stating that
stolen payment tokens can only be used within a limited time window.
Liveness Properties and Fair Exchange Protocols. Thanks to the flexible way
that properties are specified in T AMARIN, it is possible to express and verify certain
liveness properties. For example in the case of fair exchange protocols, one can study
timeliness and fairness [Backes et al. 2017]. This also required specifying resilient channels, i.e., channels where messages are eventually delivered, which can be accomplished
using restrictions in T AMARIN. Restrictions are guarded first-order logic formulas; their
use restricts T AMARIN to only consider traces that satisfy the specified restrictions.
Industrial Control Protocols We also used T AMARIN to verify industrial control
protocols such as OPC-UA and variants of MODBUS [Dreier et al. 2017b]. We studied
flow integrity properties, including liveness properties (“messages will be delivered”)
and ordering requirements (“messages are received in the same order they were sent”).
Standardization While we have successfully used T AMARIN to provide increased
assurance for security protocol standards, e.g., TLS 1.3 [Cremers et al. 2016] and DNP3SAv5 [Cremers et al. 2017a], such analyses are not yet routinely performed as part
of the development process of standards. In [Basin et al. 2014] it is argued that the
quality of security protocol standards can be improved by integrating such analyses
into the standardization process. T AMARIN’s expressive framework is well suited for
such analyses.
4. RELATED WORK

There are many tools for the symbolic analysis of security protocols. We focus on
those that can provide verification with respect to an unbounded number of sessions
for complex properties. In general, the T AMARIN prover offers a novel combination
of features that enables it to verify protocols and properties that were previously
impossible to verify using other automated tools.
Like its predecessor the Scyther tool [Cremers 2008], T AMARIN performs backwards
reasoning. However in contrast to Scyther, it supports equational theories, modeling
complex control flow and mutable global state, an expressive property specification
language, and the ability to combine interactive and automated reasoning.
The Maude-NPA tool [Escobar et al. 2006] supports protocols specified as linear
role-scripts, properties specified as symbolic states, and equational theories with a finite
variant decomposition modulo AC, ACI, or C. It is unclear if our case studies that use
global state, loops, and temporal formulas can be specified in Maude-NPA. With respect
to their support of equational theories, Maude-NPA and T AMARIN are incomparable.
For example, Maude-NPA has been applied to XOR and T AMARIN has been applied to
bilinear pairing.
The ProVerif tool [Blanchet 2001] has been extended to partially handle DH with
inverses [Küsters and Truderung 2011], bilinear pairings [Pankova and Laud 2012],
and mutable global state [Arapinis et al. 2011]. From a user perspective, T AMARIN
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provides a more expressive property specification language that, e. g., allows for the
direct specification of temporal properties. The effectiveness of ProVerif relies largely
on its focus on the adversary’s knowledge. It has more difficulty dealing with properties
that depend on the precise state of agent sessions and mutable global state. The
extension [Arapinis et al. 2011] for mutable global state is subject to several restrictions
and the protocol models require additional manual abstraction steps. Similarly, the DH
and bilinear pairing extensions work under some restrictions, e. g., exponents in the
specification must be ground.
T AMARIN’s observational equivalence notion has similarities with other notions of observational equivalence considered in the literature, including trace equivalence [Cheval
et al. 2013], bisimulation [Abadi and Fournet 2001], and notions based on contexts or
bi-processes [Abadi and Fournet 2001; Cheval et al. 2013; Blanchet et al. 2008].
Various other tools exist for verifying notions of observational equivalence but most
are limited to a bounded number of sessions (e.g., [Cheval 2014; Cheval et al. 2013;
Chadha et al. 2012]). ProVerif [Blanchet et al. 2008] verifies observational equivalence
in the applied ⇡-calculus for an unbounded number of sessions using bi-processes, but it
cannot handle mutable state [Arapinis et al. 2014], for example, a protocol that switches
between the states a and b. Also, T AMARIN supports a larger set of equational theories.
For example, ProVerif can only deal with a weaker Diffie-Hellman equational theory
approximation [Küsters and Truderung 2009], which additionally does not support
observational equivalence at all.
Another multi-set rewriting-based approach that supports observational equivalence
is Maude-NPA [Santiago et al. 2014]. It creates the synchronous product of two very
similar protocols. Their approach suffers from termination problems [Santiago et al.
2014] and thus presents only attacks.
5. FUTURE PERSPECTIVES FOR TAMARIN

T AMARIN’s future development will include evolution along the following four axis:
Improving the tool’s interface, extending the framework, improving reasoning methods,
and improving heuristics.
Scaling the Tool’s Interface.. T AMARIN has an extensive interactive mode that has been
shown to be effective on many case studies. However, as the complexity of models grows,
it becomes harder for humans to inspect the resulting proof states. As T AMARIN’s
ability to deal with more complex models increases, it becomes increasingly important
to improve its interactive mode to enable users to efficiently explore the proof states and
applicable constraint rules. This may involve incorporating techniques from data visualization, filtering techniques, and heuristics to emphasize the most relevant information.
This requires a substantial engineering effort (as opposed to fundamental research)
that is critical to making scalable tools that can be adopted by a wide community.
Extending the Framework.. As an ongoing avenue of research, there is still plenty of scope
to further support advanced equational theories. The need to support new equational
theories is driven by more detailed modeling of modern cryptographic primitives. As
support for equational theories grows, more primitives can be incorporated. Conversely,
as more cryptographic primitives are developed by cryptographers, the corresponding
symbolic modeling generates the need to support the associated equational theories.
T AMARIN currently supports a relatively coarse form of induction over protocol rule
instances. However, there is no support for more fine-grained induction over all rule
instances, in particular including the adversary’s knowledge deduction steps. This
means certain proof strategies currently cannot be mechanized, such as inductive
arguments about all possible terms that can be derived by an adversary. This leads to
the natural question of whether we can improve support for induction in T AMARIN.
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T AMARIN currently does not use any form of abstraction or over-approximation of the
adversary’s behavior. While this makes counterexample generation easier, there is no
fundamental reason why the tool should not support abstraction if that would enable
it to analyze more problems. An open research question is to determine under which
conditions abstraction methods can improve T AMARIN’s analysis. As a starting point,
one could consider works such as [Nguyen and Sprenger 2015] that apply directly to
T AMARIN’s predecessor, Scyther. The reason why these methods do not trivially translate to T AMARIN is that more domain-specific specification languages (such as Scyther’s)
have clearly defined notions of protocols, roles, and the adversary. In T AMARIN’s more
expressive specification language, there are only abstract rewriting rules, which allow
protocols to be modeled in many different ways. This modeling flexibility means that it is
harder to reconstruct what a protocol or role is, which makes it harder to automatically
determine when and how to apply domain-specific theorems.
It would be of general interest to further investigate classes of non-trace properties,
including further variants of observational equivalence. This is very relevant for the
security domain, as such properties also play a fundamental role in security definitions
based on formalisms in the spirit of Universal Composability (UC) [Canetti 2000].
Proofs in these formalisms tend to revolve around proving simulatability with respect to
so-called ideal functionalities, which in turn are processes. Even if we were to construct
symbolic counterparts of these definitions, they currently can not be proven by T AMARIN,
as their structural differences preclude proving T AMARIN’s notion of equivalence. There
are many exciting fundamental open questions in this area.
The T AMARIN framework supports the modeling of a wide range of problems, but
there are several interesting cases in which it currently does not yet automatically
provide either a proof or a counterexample (attack). While this fundamentally cannot
be avoided, and the interactive mode means the user is not stuck, we expect that there
is substantial room to improve the level of automation by introducing new constraint
solving rules (i.e., reasoning methods) and improving T AMARIN’s heuristics. We address
these in turn.
Improving Reasoning Methods.. One of the core ingredients of T AMARIN’s ability to
construct proofs or find attacks is its normal form conditions. These conditions help
restrict T AMARIN’s search space while retaining the correctness of the analysis results.
Intuitively, they help by only considering efficient proofs or attacks without redundant
steps. While we have proven that T AMARIN’s current normal form conditions retain
correctness, it may well be possible to construct additional normal form conditions that
would improve T AMARIN’s efficiency and even enable automatic proofs for protocols
in which T AMARIN currently requires manual intervention. However, if T AMARIN is
extended with further equational theories or constraint types, some of the current
normal form conditions might no longer be sound, and weaker ones might need to be
developed.
The main ingredient of T AMARIN’s analysis are the constraint solving rules. Intuitively, these encode specific proof methods, such as case distinctions, or drawing
conclusions from combinations of constraints. As the tool is applied to more domains,
different proof strategies might be needed, and we expect such case studies to drive the
development of new constraint solving rules.
Improving the Heuristics.. While the previously mentioned extensions would improve
T AMARIN’s ability to manually construct proofs, they do not guarantee improved automation. As more constraint solving rules are introduced, it may become harder to
provide heuristics that are effective and efficient in most cases: if multiple rules can be
applied in a certain proof state, which one should be used? In T AMARIN, this is dealt
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with by the so-called heuristics: given a proof state and set of applicable constraint
solving rules, they aim to select the optimal rule to apply, in the sense that it would yield
the fastest termination, by either a proof or a counterexample. While the heuristic does
not affect the correctness of the result, it strongly influences T AMARIN’s termination
and efficiency. Improving the heuristic is a long-term goal and requires domain-specific
investigations and obtaining further experience in case studies.
The optimal rule to apply strongly depends on the proof state and type of protocol.
Thus, it may well be possible that different approaches are better suited to different
subdomains. To facilitate this, T AMARIN could employ a second type of heuristic, to
detect protocol classes, mechanisms, or property types.
Putting all these improvements together should lead to a dramatic increase in
T AMARIN’s scope and automation. This will accelerate its inclusion in the engineering
and standardization process for protocols, as seen already with IETF’s TLS 1.3 standard,
collaboration with the Japanese standardization body for ISO/IEC 9798, and current
work with mobile communications device vendors.
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This quarter’s Semantics column continues a theme initiated by Prakash Panangaden in Issue 4 [5]. There Prakash described the history of probabilistic bisimulation,
the fundamental relation characterizing when states of a probabilistic system are indistinguishable. Prakash focused his discussion around labelled Markov processes as
models of probabilistic systems, and he described a logic he and his colleagues developed to characterize probabilistic bisimilarity in that setting.
In this quarter’s column, F RANCK VAN B REUGEL takes up this theme, this time
providing a quantitative view, as opposed to the qualitative view that logic affords.
Such an approach provides important insights – with probabilistic processes, it’s often
not enough to know whether two states are bisimilar. Instead, one would like to reason
about how “dissimilar” they are, and a distance can offer insight into this question. It
turns out that one doesn’t obtain a metric, but rather a pseudometric. To simplify the
presentation, Franck uses a model in which the states are labelled. But as he points
out, this approach is equivalent to the one Prakash used, in which the arrows relating
states were labeled with actions.
Franck starts by lifting an equivalence relation R on the states S to a relation R" on
Distr(S), the family of probability distributions on S, and this lifted relation R" is used
to define when R is a probabilistic bisimulation. A simple order-theoretic argument
then shows there is a largest probabilistic bisimulation on S. The rest of the process
starts by regarding probabilistic bisimulation as a pseudometric on S, and lifting it to
Distr(S).
In the process of characterizing the lifted relation R" on Distr(S), Franck introduces
couplings, which are an interesting topic in their own right. Given probability distributions µ and ⌫ on a space S, a coupling is a probability distribution ! on S ⇥ S whose
marginals satisfy ⇡1⇤ ! = µ and ⇡2⇤ ! = ⌫.1 In Franck’s presentation, the key point
is that the coupling ! gives a transportation plan of how to move mass between the
distributions µ and ⌫. This idea should be familiar to domain theorists from the Splitting Lemma [4], which characterizes when one simple measure on a domain is below
another, if both are viewed as valuations. In the domain setting, a coupling is called
a family of transport numbers, and it gives a formula for moving mass from the lower
measure in the order to the higher one.
It turns out that any pair of probability measures µ and ⌫ admit a coupling, viz.
their product measure µ ⇥ ⌫. In probability theory, one usually starts with a joint disis the push forward of ! on S under the projection ⇡i : S ⇥ S ! S, defined by ⇡i⇤ !(A) = !(⇡i 1 (A))
for all measurable subsets A ✓ S.
1⇡

i⇤ !
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tribution ! and defines µ and ⌫ to be its marginals; then µ and ⌫ are independent
precisely when ! = µ ⇥ ⌫. In cases such as the ones we’re discussing – starting with µ
and ⌫ and seeking a coupling – there often are constraints that µ ⇥ ⌫ doesn’t satisfy. In
Franck’s setting, the coupling is constrained by the relation R, while in domain theory,
the coupling is constrained by the partial order on the underlying domain. As Franck
points out, couplings were first defined by Wolfgang Doeblin in 1938, and they have
a rich history and a wide range of applications. As one example, the monograph [3]
discusses contextuality, which arises in areas from mathematical psychology to quantum physics, including, e.g., Bell’s Theorem and the existence of quantum advantage
(cf. Abramsky’s article in [3]). Couplings play a rôle in a number of these applications,
as [3] amply demonstrates, but these applications often require multivariate settings,
rather than one in which a coupling for a pair of measures is needed.
This is a convenient point to update a remark I made in the introduction to Prakash’s
column. There I noted some work on the probabilistic lambda calculus, listing three citations on the topic. A fourth is the PhD thesis of Barker [1; 2], in which a monad is
developed that provides a natural model for randomized algorithms. As I also mentioned in the introduction to Prakash’s column, randomized algorithms were the start
of probabilistic systems in computer science. Barker’s thesis applies the monad he devised to give a semantics for probabilistic PCF, a dialect of the lambda calculus that
includes randomization, and that can be viewed as an abstract model for such algorithms.
Finally, both Franck and I would like to acknowledge the Simons Institute for the
Theory of Computing at Berkeley where much of Franck’s column was written. We
were fortunate to participate in the Logical Structures for Computation program that
took place at Simons during Fall 2016.
REFERENCES
1. Barker, T., A Monad for Randomized Algorithms, Tulane PhD Dissertation, August, 2016
URL: https://github.com/tyler-barker/Dissertation
2. Barker, T., A Monad for Randomized Algorithms, Proceedings of MFPS 32, Electronic Notes in Theoretical
Computer Science 325 (2016), pp. 47–62.
URL: http://www.sciencedirect.com/science/article/pii/S1571066116300780
3. Dzhafarov, E., Contextuality from Quantum Physics to Psychology, Advanced Series on Mathematical
Psychology, Volume 6, World Scientific (2015), 480pp.
4. Jones, C., Probabilistic Non-determinism, University of Edinburgh PhD Dissertation, 1989.
URL: http://www.lfcs.inf.ed.ac.uk/reports/90/ECS-LFCS-90-105/
5. Panangaden, P., Probabilistic bisimulation, SIGLOG Newsletter #4 (2015), pp. 72–84.

ACM SIGLOG News

32

October 2017, Vol. 4, No. 4

Probabilistic Bisimilarity Distances
Franck van Breugel,
DisCoVeri Group,
Department of Electrical Engineering and Computer Science,
York University, Toronto, Canada

In a recent column, Panangaden discusses probabilistic bisimilarity. Here, we show how probabilistic bisimilarity can be quantitatively generalized leading to probabilistic bisimilarity distances.

1. INTRODUCTION

Many different models have been proposed for systems in which probabilities play
a role. Here, we consider one of the simplest such models, namely labelled Markov
chains. These are ordinary Markov chains in which each state has a label. The labels
are used to abstractly capture known facts about the states. For example, if the model
represents code, then a label may capture whether a particular variable in the code
has value zero in a state. In this paper, we consider the labelled Markov chain depicted
below as our running example. It uses a fair coin, is small and allows us to illustrate
all key notions. In the example we use coloured shapes to represent the labels.
1-6

1
2

1
2

1-3

1
2

4-6

1
2

1
2

1
2

(1)
1-2

2-3

1
2

1
2

1
2

4-5

1
2

1
2

6-6

1
2

1

1

2

3

4

5

6

1

1

1

1

1

1

A behavioural equivalence is an equivalence relation on the states of a model that
captures which states behave the same. Numerous behavioural equivalences have
been proposed in the literature. Here, we focus on the behavioural equivalence, known
as probabilistic bisimilarity, introduced by Larsen and Skou in [Larsen and Skou
1989]. Panangaden discusses this behavioural equivalence in detail in a recent column [Panangaden 2015]. Note that Panangaden considers a slightly different model.
Whereas we focus on a model in which the states are labelled, Panangaden considers
a model where the transitions are labelled. However, each model can be expressed in
terms of the other (see, for example, [Reniers et al. 2014]).
In general, for two states of a model to be considered behaviourally equivalent, the
same facts should hold for both states. Furthermore, their transitions should preserve
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the equivalence. As we will sketch in Section 4, the states 2, 3, 4 and 6 of the labelled
Markov chain (1) are probabilistic bisimilar. For all four states the same facts hold,
that is, all four are green triangles. Furthermore, with probability one each transitions
to itself, that is, to a state that behaves the same. The states 2-3 and 6-6 are both
brown circles. Although state 6-6 has only one transition whereas state 2-3 has two
transitions, the probabilities of the latter two can be added as they reach states that
are behaviourally indistinguishable. Hence, both state 6-6 and state 2-3 transition to
the equivalence class containing states 2, 3, 4 and 6 with probability one.
2
1
2

3
1
2

2-3

6-6

4

1

6

Therefore, as we will sketch in Section 4, the states 6-6 and 2-3 are probabilistic
bisimilar as well.
Instead of using a fair coin, let us employ a biased one in all states but state 1-3. Assume we flip our biased coin one million times and we see 485, 421 times heads.1 Based
on this experiment, we model the biased system by the following labelled Markov
chain.
1-6

52
100

48
100

1-3

1
2

4-6

1
2

48
100

52
100

(2)
1-2

2-3

52
100

48
100

48
100

4-5

52
100

48
100

6-6

52
100

1

1

2

3

4

5

6

1

1

1

1

1

1

The fair and biased systems (1) and (2) together can be viewed as one larger system.
The states 2 and 3 in the fair component are probabilistic bisimilar to the states 2 and 3
in the biased component, since all four states are green triangles and each transitions
with probability one to itself. In both components, state 2-3 is a brown circle. Note
1 From

this experiment we can conclude that the odds of heads lies in the interval [0.484, 0487] with probability 0.99.
ACM SIGLOG News

34

October 2017, Vol. 4, No. 4

48
that their individual transition probabilities do not match exactly ( 12 versus 100
and
1
52
versus
),
but
we
can
add
these
probabilities
since
the
states
2
and
3
are
consid2
100
ered behaviourally equivalent. Hence, in both components state 2-3 transitions to the
equivalence class containing the states 2 and 3 with probability one.

fair

biased

1
2

2

2

48
100

1
2

3

3

52
100

2-3

2-3

Therefore, state 2-3 in the fair component is probabilistic bisimilar to state 2-3 in the
biased component. Let us finally compare the behaviour of state 1-2 in the two components. Both states are brown circles. Again, their individual transition probabilities do
not match exactly. However, in this case we cannot add them since the transitions
reach states with different coloured shapes, which are therefore not behaviourally
equivalent. Hence, state 1-2 in the fair component is not probabilistic bisimilar to
state 1-2 in the biased component.
The last example shows that the notion of probabilistic bisimilarity is sensitive to
the exact values of the transition probabilities. Note though that these probabilities
were obtained experimentally. Assume we flip the coin 100 million times and obtain
48
52
48, 542, 167 times heads.2 As a result, we can replace the probabilities 100
and 100
with
485
515
and
,
respectively.
In
the
resulting
system,
state
1-2
is
neither
probabilistic
1000
1000
bisimilar to state 1-2 in the original system (1) nor to state 1-2 in the biased system (2).
Hence, we can conclude that the notion of probabilistic bisimilarity is not robust as
minuscule changes in the probabilities of the transitions may impact which states are
probabilistic bisimilar. This lack of robustness was first observed by Giacalone, Jou
and Smolka in [Giacalone et al. 1990].
In their paper [Giacalone et al. 1990], Giacalone et al. also propose to generalize
the qualitative notion of behavioural equivalence — in which two states are either
behavioural equivalent or they are inequivalent — to a quantitative notion. An equivalence relation can be viewed as a function that maps each state pair to a boolean. This
boolean captures whether the two states are equivalent. Giacalone et al. suggest to use
the real numbers in the unit interval [0, 1] instead of the booleans. Hence, we arrive at
a function mapping pairs of states to real numbers. As we will see in Section 2, such
a function assigns a distance to each pair of states. This distance should be used to
capture the behavioural similarity of two states. The smaller their distance, the more
alike the states should behave. In particular, distance zero should exactly capture that
states are behaviourally equivalent.
Not only do these distances provide a robust alternative to behavioural equivalences.
These distances can also be used to reduce the size of the model of a system. For
example, in [Murthy et al. 2012], Murthy et al. use a quantitative generalization of a
behavioural equivalence to reduce the size of a model of a biological system. Similarly,
Sen, Deshpande and Getoor [Sen et al. 2009] exploit a quantitative generalization
of a behavioural equivalence for high-level reasoning in the setting of probabilistic
relational databases. Bacci, Bacci, Larsen and Mardare [Bacci et al. 2017] show how
these distances can be used to reduce the state space of a labelled Markov chain.
2 In

this case we can deduce that with probability 0.99 the odds of heads lies in the interval [0.4853, 0.4857].
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As Panangaden discusses in [Panangaden 2015], probabilistic bisimilarity can be
characterized by a logic. Adjusted to our slightly different model, this logic contains a
formula that expresses whether a state of the model has a particular label. For the labelled Markov chain (1), one can express in the logic whether a state is a purple square.
This formula holds in state 1 but not in state 2. Furthermore, one can also express that
from a given state the probability of transitioning to a state satisfying a particular formula of the logic is greater than some threshold. For example, transitioning to a green
triangle with probability greater than 12 holds in state 6-6 but not in state 1-2. Finally,
formulae can be combined by means of conjunction. For example, one can express that
a state is a brown circle and that the state can transition to a green triangle with probability greater than 12 . This formula holds in state 2-3 but not in state 1-2. This logic
characterizes probabilistic bisimilarity in the following way. States are probabilistic
bisimilar if and only if those states satisfy the same formulae of the logic. As a consequence, if two states are not bisimilar then there exists a formula that distinguishes
them, that is, it holds in one state but not in the other.
In [Desharnais et al. 1999], Desharnais, Gupta, Jagadeesan and Panangaden
present a quantitative generalization of probabilistic bisimilarity for labelled Markov
chains. Their generalization is based on a small variation on the logic described above.
In this modified logic one can express that a given state transitions to states that
satisfy a particular formula of the logic (without a threshold). For example, one can
express that a state transitions to a green triangle. The usual interpretation of a logic
can be viewed as a function that maps a pair consisting of a formula of the logic and
a state of the model to a boolean. The pair is mapped to true if the formula holds in
the state and it is mapped to false otherwise. Desharnais et al. provide a real valued
interpretation of the logic, that is, they map formula-state pairs to real numbers in
the unit interval [0, 1]. Given a formula and a state, the corresponding real number
measures the validity of the formula in the state. Roughly, the larger this number, the
higher the probability that the formula holds in the state. For example, the formula
that expresses that a state is a green triangle has value zero in state 1 and value one
in state 2. The formula that captures transitioning to a green triangle has value one in
state 6-6 and value 12 in state 1-2.
Desharnais et al. assign a distance to each pair of states in terms of the real valued
interpretation of the logic. In particular, the distance of two states is defined by means
of a formula that distinguishes the states the most. That is, this distance is defined as
the absolute difference of the values of such a formula in the two states. For example,
the formula that expresses that a state is a green triangle distinguishes the states 1
and 2 the most. Since the values of this formula in those states are zero and one,
respectively, we can conclude that the distance of the states 1 and 2 is |0 1| = 1. The
formula that captures transitioning to a green triangle distinguishes the states 1-2
and 6-6 the most. The values of this formula in the states 1-2 and 6-6 are 12 and one,
respectively. Hence, the distance of the states 1-2 and 6-6 is | 12 1| = 12 .
In the biased system (2), the probabilities are slightly different. Let us compare
the behaviour of the states in the fair component with their biased counterparts. The
states 1, 2, 3, 4, 5, 6, 2-3 and 6-6 in the fair component are probabilistic bisimilar to
their biased counterpart and, hence, have distance zero. The fair and biased versions
of state 1-2 are distinguished most by the formula that captures transitioning to a
green triangle. The values of this formula in the fair and biased versions of state 1-2
52
52
2
are 21 and 100
, respectively. Therefore, their distance is | 12 100
| = 100
. Note that small
differences in probabilities result in small distances. Hence, these distances give rise
to a robust generalization of probabilistic bisimilarity.
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In this paper, we define a quantitative generalization of probabilistic bisimilarity for
labelled Markov chains in a different way. Although the definition is different from the
one described above, it gives rise to the same distances as shown in joint work with
Hermida, Makkai and Worrell [van Breugel et al. 2005, Theorem 6 and 7]. Our definition is based on ideas first presented in joint work with Worrell [van Breugel and
Worrell 2001] and work by Desharnais, Gupta, Jagadeesan and Panangaden [Desharnais et al. 2002] and Deng, Chothia, Palamidessi and Pang [Deng et al. 2005]. We will
provide the details in Section 5. For some historical background, we refer the reader
to joint work with Worrell [van Breugel and Worrell 2014, Section 1].
2. FROM EQUIVALENCES TO DISTANCES

In [Giacalone et al. 1990], Giacalone et al. propose a quantitative generalization of the
notion of behavioural equivalence. Before presenting their generalization, let us recall
the definition of an equivalence relation.
Definition 2.1. A relation R ✓ S ⇥ S is an equivalence relation if

— for all s 2 S, (s, s) 2 R,
— for all s, t 2 S, if (s, t) 2 R then (t, s) 2 R, and
— for all s, t, u 2 S, if (s, t) 2 R and (t, u) 2 R then (s, u) 2 R.

An equivalence relation can be viewed as a function mapping a pair to zero if the
elements are equivalent and to one if the elements are not equivalent. That is, an
equivalence relation R can be viewed as a function r : S ⇥ S ! {0, 1} defined by
⇢
0 if (s, t) 2 R
r(s, t) =
1 otherwise
The above three conditions can be captured as

— for all s 2 S, r(s, s) = 0,
— for all s, t 2 S, r(s, t) = r(t, s), and
— for all s, t, u 2 S, if r(s, u)  r(s, t) + r(t, u).

Rather than using the booleans or {0, 1}, Giacalone et al. propose to employ the real
numbers in the unit interval [0, 1]. That is, instead of a function r : S ⇥ S ! {0, 1}
they suggest to use a function d : S ⇥ S ! [0, 1] satisfying the above conditions. Such a
function is known as a pseudometric in topology.
Definition 2.2. A function d : S ⇥ S ! [0, 1] is a pseudometric if

— for all s 2 S, d(s, s) = 0,
— for all s, t 2 S, d(s, t) = d(t, s), and
— for all s, t, u 2 S, if d(s, u)  d(s, t) + d(t, u).

A behavioural pseudometric generalizes the notion of a behavioural equivalence. It
maps each pair of states of a model to their distance. Such a pseudometric should be defined so that the distance d(s, t) measures the similarity of the behaviour of the states s
and t. The more alike the states behave, the smaller this distance should be. In particular, distance zero should capture exactly those state pairs that are behaviourally
equivalent.
As we mentioned before, behavioural equivalences such as probabilistic bisimilarity
are not robust. Small changes to the probabilities may cause behaviourally equivalent states to become inequivalent or vice versa. Behavioural pseudometrics provide
a robust generalization as small changes to the probabilities should only cause small
changes in the distances.
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3. LABELLED MARKOV CHAINS

To formally define the model of interest, labelled Markov chain, we first recall the
notions of a probability distribution and its support, and we provide a few examples.
Given
a finite set S, a function µ : S ! [0, 1] is a probability distribution on S if
P
µ(s)
= 1. The set of all probability distributions on S is denoted by Distr (S). For
s2S
s 2 S, the Dirac distribution concentrated at s is the function s : S ! [0, 1] defined by
⇢
1 if s = t
s (t) =
0 otherwise
Dirac distributions and their convex combinations, such as 21 s + 12 t , are all examples
of probability distributions. The support of a probability distribution µ on S is defined
by
support(µ) = { s 2 S | µ(s) > 0 }.

For example, we have that support( 12
interest.

s

+

1
2 t)

= {s, t}. Next, we define the model of

Definition 3.1. A labelled Markov chain is a tuple hS, L, ⌧, `i consisting of

— a finite set S of states,
— a finite set L of labels,
— a transition function ⌧ : S ! Distr (S), and
— a labelling function ` : S ! L.

Consider the labelled Markov chain (1) presented in the introduction. It has 13
states such as 1, 1-2 and 1-3. It has three labels which are represented by brown circles,
green triangles and purple squares. Its transition function ⌧ maps state 1 to the Dirac
distribution 1 and state 4-5 to the convex combination of Dirac distributions 12 4 + 12 5 .
Its labelling function ` maps state 1-2 to a brown circle, state 2 to a green triangle, and
state 5 to a purple square.
4. PROBABILISTIC BISIMILARITY

In [Larsen and Skou 1989], Larsen and Skou introduce the notion of probabilitic bisimilarity. This behavioural equivalence captures which states of a labelled Markov chain
are considered to behave the same. Equivalent states should have the same label and
the transition function should preserve the equivalence. This is captured by the following definition.
Definition 4.1. An equivalence relation R ✓ S ⇥ S is a probabilistic bisimulation if
for all s, t 2 S, if (s, t) 2 R then `(s) = `(t) and (⌧ (s), ⌧ (t)) 2 R".

The relation R" is defined below. A probabilistic bisimulation is an equivalence relation on the states of a labelled Markov chain. The transition function takes a state to
a probability distribution on states. Since this transition function should preserve the
equivalence relation, we have to lift an equivalence relation on the states to a relation
on the probability distributions over those states. Larsen and Skou define this lifting
as follows.
Definition 4.2. The lifting of an equivalence relation R ✓ S ⇥ S is the relation
R" ✓ Distr (S) ⇥ Distr (S) defined by (µ, ⌫) 2 R" if µ(C) = ⌫(C) for all R-equivalence
classes C.
P
Note that we write µ(C) for s2C µ(s). Consider the labelled Markov chain (1) of the
introduction. To argue that the states 2 and 3 behave the same, let R be the smallest
equivalence relation containing the pair (2, 3). Note that the states 2 and 3 are green
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triangles and, hence, have the same label. To deduce that the transitions of the states 2
and 3 preserve the equivalence relation R, we need to show that ( 2 , 3 ) 2 R". Let C be
an R-equivalence class. Since (2, 3) 2 R, either C contains both 2 and 3 or it contains
neither of them. Hence, either 2 (C) = 1 = 3 (C) or 2 (C) = 0 = 3 (C).
2

1
2

3
3

1

Therefore, it follows that ( 2 , 3 ) 2 R".
To show that the states 2-3 and 6-6 are behaviourally equivalent, let R be the smallest equivalence relation containing the pairs (2-3, 6-6), (2, 3) and (3, 6). Note that related states have the same label, since the states 2-3 and 6-6 are both brown circles
and the states 2, 3 and 6 are all green triangles. To conclude that the transitions
of the states 2-3 and 6-6 preserve the equivalence relation R, we have to prove that
( 12 2 + 12 3 , 6 ) 2 R". Let C be an R-equivalence class. Then either C contains 2, 3 and
6, or it contains none of them. In both cases, ( 12 2 + 12 3 )(C) = 6 (C).
2

1
2

3

2-3

1
2

6

6-6

1

Hence, we have that ( 12 2 + 12 3 , 6 ) 2 R".
To show that a pair of states behave the same, in general, several different probabilistic bisimulations containing the pair can be constructed. For example, the smallest
equivalence relation containing (2, 3) and also the smallest equivalence relation containing (2, 3) and (3, 6) are probabilistic bisimulations, and both show that the states 2
and 3 behave the same. As is often mentioned in the literature, there exists a largest
probabilistic bisimulation. However, a proof of this result cannot easily be found in the
literature. Therefore, we present one.
P ROPOSITION 4.3. There exists a largest probabilistic bisimulation.
P ROOF. In this proof we assume that the reader is familiar with some concepts
of order theory which can, for example, be found in [Davey and Priestley 2002]. We
denote the set of equivalence relations on S by Equiv (S). This set equipped with the
partial order ✓ forms a complete lattice [Davey and Priestley 2002, Example 2.34].
The function : Equiv (S) ! 2S⇥S is defined by
(R) = { (s, t) 2 S ⇥ S | `(s) = `(t) ^ (⌧ (s), ⌧ (t)) 2 R" }.

Let R be an equivalence relation. As a consequence, R" is also an equivalence relation. Hence, (R) is an equivalence relation as well. Therefore, is a function on the
complete lattice Equiv (S).
Let R and S be equivalence relations with R ✓ S. Then, the partition into equivalence classes induced by R is a refinement of the partition induced by S. As a conseACM SIGLOG News
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quence, each S-equivalence class is a disjoint union of R-equivalence classes. Hence,
R" ✓ S". Therefore, (R) ✓ (S), that is, the function is order-preserving.
From the definitions of
and probabilistic bisimulation we can conclude that an
equivalence relation R is a probabilistic bisimulation if and only if R ✓ (R), that is,
R is a post-fixed point of (see [Davey and Priestley 2002, Definition 8.14]). Since
is an order-preserving function on a complete lattice, we can conclude from the dual of
[Davey and Priestley 2002, Theorem 8.20] that has a greatest post-fixed point, which
is the largest probabilistic bisimulation.
Definition 4.4. Probabilistic bisimilarity is the largest probabilistic bisimulation.
This equivalence relation captures exactly which states of a labelled Markov chain
behave the same. In the labelled Markov chain of the introduction, the states 2, 3, 4
and 6 are probabilistic bisimilar. Also the states 1 and 5 are probabilistic bisimilar.
Furthermore, the states 1-2, 2-3 and 1-3, are probabilistic bisimilar to the states 4-5,
6-6 and 4-6, respectively.
Towards a quantitative generalization of probabilistic bisimilarity, we first characterize the lifting of an equivalence relation by means of a coupling. This notion from
probability theory was introduced by Doeblin in 1936 and first published in [Doeblin
1938].
by

Definition 4.5. Let µ, ⌫ 2 Distr (S). The set ⌦(µ, ⌫) of couplings of µ and ⌫ is defined

⌦(µ, ⌫) = { ! 2 Distr (S ⇥ S) | 8s, t 2 S : !(s, S) = µ(s) ^ !(S, t) = ⌫(t) }.
P
Note that we write !(s, S) for t2S !(s, t). Next, we provide a visual representation
of these couplings in case the probability distributions are the transitions of a labelled
Markov chain. Consider, for example, the transitions of the states 1-2 and 4-5 of the
labelled Markov chain (1) presented in the introduction. These transitions can be represented as follows.
1
2

1

5

1
2

1-2

4-5

1
2

2

4

1
2

A coupling of the probability distributions ⌧ (1-2) and ⌧ (4-5) has to satisfy the following equations.
!(1, 4) + !(1, 5) =
!(2, 4) + !(2, 5) =
!(1, 4) + !(2, 4) =
!(1, 5) + !(2, 5) =

1
2
1
2

(3)

1
2
1
2

(4)

Such a coupling can be viewed as a transportation plan of moving one unit from
state 1-2 to state 4-5. For example, !(1, 4) is the amount transported from state 1 to
state 4. Equation (3) tells us that the amount entering state 1, which is 12 , also leaves
it and is transported to states 4 and 5. Equation (4) captures that the amount leaving
state 4, which is 12 , also enters it and is transported from states 1 and 2.
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For example,
!(1, 4) = 13 , !(1, 5) = 16 , !(2, 4) =

and !(2, 5) =

1
6

1
3

(5)

satisfies the above equations and can be depicted as
1
2

1
6

1

5

1
2

1
3

1-2

4-5

1
3
1
2

2

1
6

(6)

1
2

4

In [Jonsson and Larsen 1991, Theorem 4.6], Jonsson and Larsen characterize the
lifting as presented in Definition 4.2 by means of couplings.
T HEOREM 4.6. Let R ✓ S ⇥ S be an equivalence relation and let µ, ⌫ 2 Distr (S).
Then (µ, ⌫) 2 R" if and only if there exists ! 2 ⌦(µ, ⌫) such that support(!) ✓ R.

Assume that R is the smallest equivalence relation containing the pairs (1, 5) and
(2, 4). This relation can be depicted as follows.
1

5

(7)
2

4

To conclude that the probability measures ⌧ (1-2) and ⌧ (4-5) are in the lifting of R, we
have to show that there exists a coupling of ⌧ (1-2) and ⌧ (4-5), that is, a transportation
plan, that only transports between sources and targets related by R. The coupling
defined in (5) and depicted in (6) transports between source 1 and target 4 which are
not related by R. Hence, from this coupling we cannot conclude that ⌧ (1-2) and ⌧ (4-5)
are in the lifting of R. However,
⇡(1, 5) =

1
2

and ⇡(2, 4) =

1
2

is also a coupling of ⌧ (1-2) and ⌧ (4-5). The corresponding transportation plan, which
is depicted below, only transports between related sources and targets. As a result, we
can conclude that ⌧ (1-2) and ⌧ (4-5) are in the lifting of R.
1
2

1
2

1

5

1
2

1-2

4-5

1
2

2

1
2

4

(8)

1
2

Note the similarity of the above diagram and the following one, which captures that
⌧ (1-2) and ⌧ (4-5) are in the lifting of R according to Definition 4.2. The transportation
plan is replaced with equivalence classes.
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1
2

1

5

1
2

1-2

4-5

1
2

2

1
2

4

From the above discussion we can conclude that for probabilistic bisimilar states there
exists a transportation plan that transports one unit from the one state to the other
while only transporting between related states.

5. PROBABILISTIC BISIMILARITY DISTANCES

Probabilistic bisimilarity lacks robustness because it requires related states to transition with the exact same probability to states that behave exactly the same. In our
quantitative generalization we not only want to relax these two exactness conditions,
we also want to measure how much these conditions need to be relaxed.
We use pseudometrics instead of equivalence relations in our quantitative generalization of probabilistic bisimilarity. As we already discussed in Section 2, a behavioural
pseudometric maps each pair of states to a real number in the interval [0, 1]. These distances of states capture the similarity of their behaviour.
Consider, for example, the fair and biased version of state 1-2. Both transition to the
fair and biased versions of state 1 and 2. The fair and biased versions of the states 1
and 2 behave exactly the same. Hence, in this example only the probabilities of the
transitions differ slightly, but the reachable states behave exactly the same.

fair

biased
1
2

1

1

48
100

1-2

1-2

1
2

2

2

52
100

Since the fair and biased versions of the states 1 and 2 are probabilistic bisimilar,
their distance should be zero. Let us compare the behaviour of the fair version of state 1
and the biased version of state 2. Since even the basic facts known about these states
differ, since their labels are different, their behaviour should be considered very different. This is reflected by the fact that their distance is maximal, that is, it is one. These
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distances are depicted in the diagram below.
fair
1

2

biased
0
1
1
0

1

(9)
2

48
With probability 100
+ 12 the fair and biased version of state 1-2 transition to
2
states that behave exactly the same. With the remaining probability, that is, 100
,
they transition to states that behave very differently. Hence, the similarity in behaviour of the fair and biased versions of state 1-2 is measured as the weighted sum
48
1
2
2
100 ⇥ 0 + 2 ⇥ 0 + 100 ⇥ 1 = 100 . This captures that their behaviour is very similar, yet
they are not probabilistic bisimilar.
Recall from Section 4 that probabilistic bisimilarity can be captured in terms of
transportation plans. As we will discuss next, our distances can also be defined in
terms of transportation plans. Consider again the above example. We can transport
48
1
100 from the fair state 1 to the biased state 1 and 2 from the fair state 2 to the biased
2
state 2. The remaining 100 from the fair state 1 can only be transported to the biased
state 2. This transportation plan can be depicted as follows.

fair

biased
1
2

48
100

1

1

48
100

2
100

1-2

1
2

2

1-2

2

1
2

52
100

Since the fair states 1 and 2 are probabilistic bisimilar to the biased states 1 and
2, their distances are zero. As a result, transporting between these pairs contributes
zero to the distance of the fair state 1-2 and the biased state 1-2. Because the fair
state 1 behaves very differently from biased state 2, their distance is one. Consequently,
2
transporting between this pair of states contributes 100
⇥ 1 to the distance of the fair
state 1-2 and the biased state 1-2. Hence, the distance of the fair state 1-2 and the biased state 1-2 can be viewed as the cost of transporting one unit from the fair state 1-2
to the biased state 1-2, where the costs are given by the distances in (9). As the reader
can easily verify, the above transportation plan gives rise to the minimal cost of transporting one unit from the fair state 1-2 to the biased state 1-2.
Recall from Section 4 that for probabilistic bisimilar states there exists a transportation plan that transports one unit from the one state to the other while only transporting between related states. In our quantitative generalization, we replace the relation
with distances (compare (7) with (9)). In the quantitative setting, these distances play
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the role of costs and we are interested in the minimal cost of transporting one unit
from the one state to the other.
Next, let us consider the fair and biased versions of state 1-3. In this example, the
probabilities of the transitions match exactly, but the reachable states do not behave
exactly the same.

fair

biased
1
2

1-2

1-2

1
2

1-3

1-3

1
2

2-3

2-3

1
2

The fair and biased state 2-3 are probabilistic bisimilar and, therefore, have distance
2
zero. As we already discussed earlier, the fair and biased state 1-2 have distance 100
.
The other distances can be found in the following diagram.

fair
1-2

2-3

biased
2
100
48
100
1
2

0

1-2

2-3

From the above two diagrams we can conclude the following. With probability 12
the fair (biased) state 1-3 transitions to the fair (biased) state 1-2. Although the fair
and biased states 1-2 are not probabilistic bisimilar, their behaviour is very similar,
reflected by their small distance. With the remaining probability 12 the fair (biased)
state 1-3 transitions to the fair (biased) state 2-3. The latter two states are probabilistic
bisimilar and, hence, have distance zero. Therefore, the similarity of the behaviour of
2
1
the fair and biased states 1-3 is captured by the weighted sum 12 ⇥ 100
+ 12 ⇥ 0 = 100
.
Given the above distances, a transportation plan that minimizes the cost of transporting one unit between the fair and biased states 1-3 is captured by the following
diagram.
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fair

biased
1
2

1-2

1
2

1-2

1
2

1-3

1-3

1
2

2-3

2-3

1
2

1
2

2
1
The cost of the above transportation plan is 12 ⇥ 100
+ 12 ⇥ 0 = 100
. Hence, also in
this example the distance between the fair and biased states 1-3 can be viewed as the
minimal cost of transporting one unit from the fair state 1-3 to its biased counterpart.
As a third and final example, let us consider the fair and biased versions of state 4-6.
In this case, neither do the probabilities of the transitions match, nor do the reachable
states behave exactly the same.

fair

biased
1
2

4-5

4-5

48
100

4-6

4-6

1
2

6-6

6-6

52
100

The distances between the relevant states are given in the following diagram.
biased

fair
4-5

6-6

2
100
52
100
1
2

0

4-5

6-6

From the above two diagrams we can conclude the following. With probability 12 the
fair and biased state 4-6 transition to states that behave exactly the same, namely
48
the fair and biased states 6-6. With probability 100
the states transition to the fair
and biased states 4-5 which behave almost the same, reflected by the fact that their
2
2
distance is 100
. With the remaining probability, namely probability 100
, the states
transition to the fair state 4-5 and the biased state 6-6. Therefore, the weighted sum
1
48
2
2
1
196
2 ⇥ 0 + 100 ⇥ 100 + 100 ⇥ 2 = 10000 captures the expected similarity in behaviour of the
fair and biased states 4-6.
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Also in this example the distance can be viewed as the minimum cost of transporting
one unit from the fair state 4-6 to its biased counterpart. An optimal transportation
plan is depicted below.
fair

biased
1
2

4-5

48
100

4-5

48
100

2
100

4-6

1
2

6-6

4-6

6-6

1
2

52
100

196
The cost of the above transportation plan is 10000
.
In the remainder of this section, we will present the technical details of our quantitative generalization of probabilistic bisimilarity. Using pseudometrics, we will generalize the notion of lifting in terms of couplings (Theorem 4.6), the notion of probabilistic
bisimulation (Definition 4.1), and the notion probabilistic bisimilarity (Definition 4.4).
A key ingredient of the definition of probabilistic bisimulation is the lifting of an
equivalence relation on states to a relation on distributions over those states. In our
quantitative setting we lift a pseudometric on states to a distance function on probability distributions over those states. This quantitative notion of lifting is defined as
follows.

Definition 5.1. The lifting of a pseudometric d : S ⇥ S ! [0, 1] is the function
d" : Distr (S) ⇥ Distr (S) ! [0, 1] defined by
X
d"(µ, ⌫) = min
!(u, v) d(u, v).
!2⌦(µ,⌫)

u,v2S

The above definition is the dual representation of the distance function introduced
by Kantorovich in [Kantorovich 1942] (see the proof of Proposition 5.3 for the original
definition). Let s, t 2 S. Recall from Section 4 that a coupling ! 2 ⌦(⌧ (s), ⌧ (t)) can
be viewed as a transportation plan. Provided that the pseudometric d captures the
transportation costs, d"(⌧ (s), ⌧ (t)) is the minimum cost of transporting one unit from
state s to state t. The distance function due to Kantorovich is also known as the earth
mover’s distance (see, for example, [Deng and Du 2009]). This distance function was
first used to define a behavioural pseudometric in joint work with Worrell [van Breugel
and Worrell 2001].
Earlier in this section we considered three examples. For each case, we constructed
a transportation plan with minimal cost. These are all examples of liftings.
Next, we generalize the notion probabilistic bisimulation relation to our quantitative
setting. The following definition is a special case of [Deng et al. 2005, Definition 2.5],
which considers systems that generalize labelled Markov chains.
Definition 5.2. A pseudometric d : S ⇥ S ! [0, 1] is a probabilistic bisimulation if for
all s, t 2 S and ✏ 2 [0, 1), if d(s, t)  ✏ then `(s) = `(t) and d"(⌧ (s), ⌧ (t))  ✏.
Consider the labelled Markov chain (1) in the introduction. Let the pseudometric d1
is defined by
⇢
0 if s = t
d1 (s, t) =
1 otherwise
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This distance function is known as the discrete pseudometric. We leave it to the reader
to verify that it is a probabilistic bisimulation. Note that this pseudometric only captures that each state behaves the same as itself.
Now consider the pseudometric d2 is defined by
⇢
0 if s and t are probabilistic bisimilar
d2 (s, t) =
1 otherwise

The pseudometric d2 captures that probabilistic bisimilar states behave the same and,
hence, provides more information than d1 . To conclude that the pseudometric d2 is a
probabilistic bisimulation, it suffices to show that if the states s and t are probabilistic
bisimilar then `(s) = `(t) and d2"(⌧ (s), ⌧ (t)) = 0. Assume that the states s and t are
probabilistic bisimilar. From the definition of probabilistic bisimulation relation and
Theorem 4.6 we can conclude that `(s) = `(t) and there exists ! 2 ⌦(⌧ (s), ⌧ (t)) such
that for all u, v 2 support(!),
states u and v are probabilistic bisimilar and, therefore,
P
d2 (u, v) = 0. Hence, u,v2S !(u, v) d2 (u, v) = 0 and as a consequence d2"(⌧ (s), ⌧ (t)) = 0.
Let us slightly modify the above pseudometric d2 by redefining
d3 (1-2, 2-3) = d3 (2-3, 1-2) = d3 (1-2, 6-6) = d3 (6-6, 1-2) = 12 .

To deduce that this modified pseudometric d3 is a probabilistic bisimulation it remains
to show that d3"(⌧ (1-2), ⌧ (2-3))  12 and d3"(⌧ (1-2), ⌧ (6-6))  12 . Consider the coupling
defined by
!(1, 2) =

1
2

and !(2, 3) = 12 .

P
Since u,v2S !(u, v) d3 (u, v) = 12 ⇥ 1 + 12 ⇥ 0 = 12 , we can conclude d3"(⌧ (1-2), ⌧ (2-3))  12 .
The fact that d3"(⌧ (1-2), ⌧ (6-6))  12 can be proved similarly. Since four of the distances
of the pseudometric d3 are smaller than the corresponding ones of the pseudometric d2 , d3 provides more information about the behavioural similarity of the state pairs
than d2 .
Finally, consider the pseudometric d4 defined by the following table.
1
2
3
4
5
6
1-2
2-3
4-5
6-6
1-3
4-6
1-6

1
0
1
1
1
0
1
1
1
1
1
1
1
1

2
1
0
0
0
1
0
1
1
1
1
1
1
1

3
1
0
0
0
1
0
1
1
1
1
1
1
1

4
1
0
0
0
1
0
1
1
1
1
1
1
1

5
0
1
1
1
0
1
1
1
1
1
1
1
1

6
1
0
0
0
1
0
1
1
1
1
1
1
1

1-2
1
1
1
1
1
1
0
1
2

0

1
2

1
1
1

2-3
1
1
1
1
1
1

6-6
1
1
1
1
1
1

1
2

4-5
1
1
1
1
1
1
0

0

1
2

1
2

0

1
2

0
1
1
1

0
0
1
1
1

1
1
1

1
2
1
2

1-3
1
1
1
1
1
1
1
1
1
1
0
0
1

4-6
1
1
1
1
1
1
1
1
1
1
0
0
1

1-6
1
1
1
1
1
1
1
1
1
1
1
1
0

We leave it to the reader to verify that this pseudometric is a probabilistic bismulation
as well.
As we have seen in Section 4, the larger a probabilistic bisimulation relation, the
more state pairs it contains that behave the same. Dually, the smaller a probabilistic
bisimulation pseudometric, the more information about the behavioural similarity of
the states it gives us. Let d and e be pseudometrics on S. Then d is smaller than e,
denoted d v e, if d(s, t)  e(s, t) for all s, t 2 S. The four pseudometrics introduced
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above are related as follows: d4 v d3 v d2 v d1 . As a consequence, of the four d1
provides the least amount of information and d4 gives us the most.
As we have shown in Proposition 4.3, there exists a largest probabilistic bisimulation
relation. Dually, there exists a smallest probabilistic bisimulation pseudometric as we
will prove next. A similar result, without proof, can be found in [Deng et al. 2005].
P ROPOSITION 5.3. There exists a smallest probabilistic bisimulation pseudometric.
P ROOF. We denote the set of pseudometrics on S by Pseudo(S). This set equipped
with the partial order v forms a complete lattice (see, for example, [Desharnais et al.
2002, Lemma 3.2]). The function : Pseudo(S) ! [0, 1]S⇥S is defined by
⇢
1
if `(s) 6= `(t)
(d)(s, t) =
d"(⌧ (s), ⌧ (t)) otherwise

Let d be a pseudometric. According to the Kantorovich-Rubinstein duality theorem
[Kantorovich and Rubinstein 1958], we have that
d"(µ, ⌫) =

max
f 2(S,d)---<[0,1]

X

f (s) (µ(s)

⌫(s))

s2S

- [0, 1] if |f (s) f (t)|  d(s, t) for all s, t 2 S. From this dual represenwhere f 2 (S, d) -----<
tation, which is Kantorovich’s original definition, we can immediately conclude that d"
is a pseudometric. Hence, (d) is a pseudometric as well. Therefore, is a function on
the complete lattice Pseudo(S).
Let d and e be pseudometrics with d v e. Then d" v e" and, therefore, (d) v (e).
That is, the function is order-preserving.
Next, we prove that a pseudometric d is a probabilistic bisimulation if and only if
(d) v d, that is, d is a pre-fixed point of
(see [Davey and Priestley 2002, Definition 8.14]). We prove two implications. Assume that d is a probabilistic bisimulation.
Let s, t 2 S. We distinguish two cases.

— If `(s) 6= `(t) then we can conclude that d(s, t) = 1 from the definition of probabilistic
bisimulation. Hence,
— If `(s) = `(t) then

(d)(s, t)  1 = d(s, t).
(d)(s, t) = d"(⌧ (s), ⌧ (t))  d(s, t)

by the definition of probabilistic bisimulation.
To prove the other implication, assume that
Suppose that d(s, t)  ✏. Since

(d) v d. Let s, t 2 S and ✏ 2 [0, 1).

(d)(s, t)  d(s, t)  ✏ < 1

we can conclude that `(s) = `(t) and d"(⌧ (s), ⌧ (t)) = (d)(s, t)  ✏ from the definition
of . Hence, d is a probabilistic bisimulation.
Since is an order-preserving function on a complete lattice, we can conclude from
[Davey and Priestley 2002, Theorem 8.20] that has a least pre-fixed point, which is
the smallest probabilistic bisimulation pseudometric.
Desharnais et al. [Desharnais et al. 2002] were the first to define a behavioural
pseudometric as a least fixed point.
Definition 5.4. The probabilistic bisimilarity pseudometric is the smallest probabilistic bisimulation pseudometric.
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This pseudometric captures the behavioural similarity of the states of a labelled
Markov chain. The pseudometric d4 presented above is the probabilistic bisimilarity
pseudometric for the labelled Markov chain (1) in the introduction. Desharnais et al.
[Desharnais et al. 1999, Theorem 1] proved the following fundamental result.
T HEOREM 5.5. The probabilistic bisimilarity distance of states s and t is zero if and
only if s and t are probabilistic bisimilar.
Hence, the probabilistic bisimilarity pseudometric provides a quantitative generalization of probabilistic bisimilarity.
6. CONCLUSION

As we already mentioned several times, probabilistic bisimilarity is not robust. This,
however, does not imply that the behavioural equivalence is useless. On the contrary,
probabilistic bisimilarity still plays a central role even in the presence of robust alternatives such as probabilistic bisimilarity distances. First of all, it provides a natural notion of behavioural equivalence for labelled Markov chains (see, for example,
[Panangaden 2015]). As a consequence, it provides a soundness check for behavioural
pseudometrics as we want distance zero to exactly capture behavioural equivalence.
Secondly, probabilistic bisimilarity also plays a role in the policy iteration algorithm to
compute the probabilistic bisimilarity distances by Bacci et al. [Bacci et al. 2013]. In
particular, probabilistic bisimilarity needs to be decided before we can use policy iteration to compute the distances, as shown in joint work with Tang [Tang and van Breugel
2016]. Thirdly, probabilistic bisimilarity also impacts the polynomial time algorithm
to compute the probabilistic bisimilarity distances, presented in joint work with Chen
and Worrell [Chen et al. 2012]. In this algorithm the distances are computed by means
of Khachiyan’s ellipsoid method [Khachiyan 1979]. As shown in joint work with Tang
[Tang and van Breugel 2017], if we first decide probabilistic bisimilarity then we can
use a simpler version of the ellipsoid method to compute the distances.
In Section 5 we argued that the probabilistic bisimilarity distances provide a natural
quantitative generalization of probabilistic bisimilarity. As mentioned in the introduction, the probabilistic bisimilarity distances can be characterized by means of a real
valued interpretation of a logic, a result due to Desharnais et al. [Desharnais et al.
1999]. As shown in joint work with Shalit and Worrell [van Breugel et al. 2002], these
distances can also be characterized in terms of tests. In joint work with Worrell [van
Breugel and Worrell 2014], we show that the distances can be captured as the values
of a game. Furthermore, the distances can be captured by a coalgebra as first shown
in joint work with Worrell [van Breugel and Worrell 2001].
Hopefully, we have convinced the reader that the probabilistic bisimilarity distances
defined in Section 5 are a natural generalization of probabilistic bisimilarity. We find
it compelling that these distances are defined in terms of the Kantorovich metric, a
natural distance function on probability distributions, and that they can be elegantly
characterized in terms of a logic, tests, a game and a coalgebra.
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http://siglog.org/winners-of-the-2017-alonzo-church-award/
* The 2017 Alonzo Church Award for Outstanding Contributions to Logic
and Computation is given jointly to Samson Abramsky, Radha
Jagadeesan, Pasquale Malacaria, Martin Hyland, Luke Ong, and Hanno
Nickau for providing a fully-abstract semantics for higher-order
computation through the introduction of game models, thereby
fundamentally revolutionising the field of programming language
semantics, and for the applied impact of these models.
* Their contributions appeared in three papers:
- S. Abramsky, R. Jagadeesan, and P. Malacaria. Full Abstraction for
PCF. Information and Computation, Vol. 163, No. 2, pp. 409 - 470,
2000.
- J.M.E. Hyland and C.-H.L. Ong. On Full Abstraction for PCF: I, II,
and III. Information and Computation, Vol. 163, No. 2,
pp. 285 - 408, 2000.
- H. Nickau. Hereditarily sequential
functionals. Proc. Symp. Logical Foundations of Computer Science:
Logic at St. Petersburg (eds. A. Nerode and Yu.V. Matiyasevich),
Lecture Notes in Computer Science, Vol. 813,
pp. 253 - 264. Springer-Verlag, 1994.
A description of the contributions is available at
http://siglog.org/winners-of-the-2017-alonzo-church-award/
* The 2017 award will be presented at the 26th Computer Science Logic
(CSL) Conference, the annual meeting of the European Association for
Computer Science Logic. This will be held August 20th - 24th, 2017, at
Stockholm University, Sweden.
THE 2018 FEDERATED LOGIC CONFERENCE (FLoC 2018)
Preliminary annoucement
6-19 July 2018
Oxford, England UK
http://www.floc2018.org/
* In 1996, as part of its Special Year on Logic and Algorithms, DIMACS
hosted the first Federated Logic Conference (FLoC). It was modelled
after the successful Federated Computer Research Conference (FCRC),
and synergetically brought together conferences that apply logic to
computer science.
* We are pleased to announce the seventh Federated Logic Conference
(FLoC’18) to be held in Oxford, UK, in July 2018, at the
Mathematical Institute and the Blavatnik School of Government at the
University of Oxford.
* FLoC 2018 brings together nine major international conferences
related to mathematical logic and computer science:
International Conference on Computer Aided Verification (CAV)
IEEE Computer Security Foundations Symposium (CSF)
International Symposium on Formal Methods (FM)
International Conference on Formal Structures for Computation and
Deduction (FSCD)
International Conference on Logic Programming (ICLP)
International Joint Conference on Automated Reasoning (IJCAR)
International Conference on Interactive Theorem Proving (ITP)
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Annual ACM/IEEE Symposium on Logic in Computer Science (LICS)
International Conference on Theory and Applications of Satisfiability
Testing (SAT)
Plus FLoC workshops (7-8 July, 13 July, and 18-19 July) and the
School on Foundations of Programming and Software Systems (FoPSS, 30
June - 6 July).
* We have already begun confirming exciting lineup of speakers,
including keynotes by Shafi Goldwasser and Georges Gonthier; plenary
lectures by Peter O’Hearn and Byron Cook; and a public lecture by
Stuart Russell at the Sheldonian Theatre. We will also hold an
Oxford Union-style debate on ethics for autonomous robots. There
will be banquets, receptions and other social events in historic
venues across the city: see www.floc2018.org/social-events/ for the
latest updates.
* PROGRAMME COMMITTEE
General Chair: Moshe Y. Vardi
Co-chairs: Daniel Kroening, Marta Kwiatkowska
CAV: Hana Chockler
CSF: Stephen Chong
FM: Bill Roscoe
FSCD: Helene Kirchner
ICLP: Paul Tarau
IJCAR: Roberto Sebastiani
ITP: Assia Mahboubi
LICS: Martin Hofmann
SAT: Olaf Byersdorff
ACM SIGLOG ANNOUNCEMENT
http://siglog.acm.org
* The ACM has recently chartered a Special Interest Group on Logic and
Computation (ACM SIGLOG).
* We are pleased to announce the 2016 ACM SIGLOG election results for
the term of 1 July 2016 - 30 June 2019. The SIGLOG Chair is Prakash
Panangaden and the other officers are Luke Ong (vice-Chair), Amy
Felty (Treasurer) and Alexandra Silva (Secretary).
* The ACM-IEEE Symposium on Logic in Computer Science is the flagship
conference of SIGLOG. SIGLOG will also actively seek association
agreements with other conferences in the field. A SIGLOG newsletter
(SIGLOG News) is also published quarterly in an electronic format
with community news, technical columns, members’ feedback,
conference reports, book reviews and other items of interest to the
community.
* One can join SIGLOG by visiting
https://campus.acm.org/public/qj/gensigqj/siglist/gensigqj_siglist.cfm
It is possible to join SIGLOG without joining ACM (the SIGLOG
membership fee is $25 and $15 for students).
EATCS Bulletin - Call for abstracts
* EATCS Bulletin, http://eatcs.org/index.php/eatcs-bulletin, has a
section for "Technical contributions." To stimulate this section
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further, we will be considering for publication abstracts of works
that have been accepted by journals and/or conferences or have
appeared in major archives. The topics of interest include all
areas of theoretical computer science (for instance, see topics of
the three Tracks of ICALP,
http://www.easyconferences.eu/icalp2016/cfp.html).
* Abstracts should be rather detailed, 2-3 pages long in the format
given at http://eatcs.org/index.php/eatcs-bulletin. Submissions
should include the information on the full paper (the name of
conferences, archives, etc) and sufficiently detailed explanation of
its merits, e.g., importance, motivations, clear comparison with
existing results and novelty and/or new ideas of proof techniques.
* The Bulletin is published in Feb, Jun and Oct. The deadline for the
abstract submission is 20th of the previous month, for instance, May
20 (Sat) 2017 for the June issue of this year. All materials
including tex and pdf files should be sent electrically to
bulletin@eatcs.org and iwama@kuis.kyoto-u.ac.jp.
Acceptance/rejection, decided based on its merit mentioned above,
will be notified as soon as possible. The Bulletin will not require
copy-right transfer for accepted abstracts.
OBITUARY: VLADIMIR VOEVODSKY
It is with great sadness that we announce the passing of Vladimir
Voevodsky, Professor in the School of Mathematics at the Institute
for Advanced Study in Princeton. Vladimir Voevodsky was awarded the
Fields Medal for his outstanding advances in algebraic geometry. In
recent years he was working on new foundations of mathematics based
on homotopy-theoretic semantics of Martin-Lof type theories.
https://www.ias.edu/news/2017/vladimir-voevodsky
OBITUARY: MAURICE NIVAT
It is with deep sadness that we announce the death of Maurice Nivat,
professor of theoretical computer science at the University of Paris
VII ’Denis Diderot’. His overwelming contributions in various fields
of theoretical computer science are briefly recalled in the
following obituary
http://eatcs.org/index.php/component/content/article/1-news/2542-obituary-for-maurice-nivatA short scientfic biography (mostly in French) appeared in TCS in
2002: "Une breve biographie scientifique de Maurice Nivat"
https://doi.org/10.1016/S0304-3975(02)00004-X
OBITUARY: MIKE GORDON
It is with great sadness that we announce the death of Professor
Mike Gordon FRS. Mike Gordon joined the Computer Laboratory at the
University of Combridge in 1981 and he made magnificent contributions
to the Department in many different ways. He will be sadly missed.
https://www.cl.cam.ac.uk/misc/obituaries/gordon/
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OBITUARY: LOFTI A. ZADEH
We are sad to announce the passing of Lotfi A. Zadeh, professor
emeritus at University of California, Berkeley. He passed away on
Sept. 6, 2017, aged 97. An obituary, outlining his seminal
contributions in logic, computer science and cognitive informatics
can be found below:
http://engineering.berkeley.edu/2017/09/remembering-lotfi-zadeh
DATES
* ETAPS 2018
Call for Papers
April 14-21, 2108, Thessaloniki, Greece
http://www.etaps.org/2018
* PODS 2018
Call for Papers
June 11 - June 13, 2018, Houston, Texas, USA
PODS has two rounds of submissions (see dates below).
Paper submission (2nd cycle): Dec 19, 2017
* CPP 2018
Second Call for Papers
January 8-9, 2018, Los Angeles, USA
http://popl18.sigplan.org/track/CPP-2018
Full paper submission deadline: Wed 11 Oct 2017
* RELIABILITY, SAFETY AND SECURITY OF RAILWAY SYSTEMS (RSSRail 2017)
Call for Participation
November 14-16, 2017, Pistoia, Italy
https://conferences.ncl.ac.uk/rssrail/
* CATEGORIES LOGIC AND PHYSICS SCOTLAND
Call for Participation
Monday 20 November 2017
School of Informatics, University of Edinburgh
http://conferences.inf.ed.ac.uk/clapscotland/
* FoIKS 2018
Call for papers
May 14-18, 2018, Alfred Renyi Institute of Mathematics, Budapest, Hungary
http://2018.foiks.org/
Paper submission: December 01, 2017
* ITEQS 2018
Call for Papers
Co-located with ICST 2018, Vasteras - Sweden
http://www.mrtc.mdh.se/ITEQS/2018/
Submission deadline: January 12, 2018
* FSCD 2018
First Call for Papers
Oxford, UK, July 9 - 12th, 2018.
http://fscd-conference.org/editions/fscd-2018
Part of The Federated Logic Conference, FLoC 2018,
Submission Deadline: January 22nd, 2018
* CONTINUITY, COMPUTABILITY, CONSTRUCTIVITY: FROM LOGIC
TO ALGORITHMS 2017
Call for Submissions (Postproceedings)
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Deadline for submission 1 February 2018
21st EUROPEAN JOINT CONFERENCES ON THEORY AND PRACTICE OF
SOFTWARE (ETAPS 2018)
Call for Papers
April 14-21, 2108, Thessaloniki, Greece
http://www.etaps.org/2018
* NEW! The proceedings of ETAPS 2018 will appear in *gold open access*.
* As an exception for this year only, the important dates of POST
differ from the other member conferences!
* ETAPS is a federation of 5 conferences, ESOP, FASE, FoSSaCS, POST
and TACAS.
* Important dates for all member conferences except POST:
Abstracts: Oct 13, 2017 / Papers: Oct 20, 2017
Rebuttal (ESOP, FoSSaCS only): Dec 6-8, 2017
Notification: Dec 22, 2017
Camera-ready versions: Feb 23, 2018
* Important dates for *POST*:
Abstracts: Nov 22, 2017 / Papers: Nov 24, 2017
Rebuttal: Jan 12-16, 2018
Notification: Jan 25, 2018
Camera-ready versions: Feb 23, 2018
* For further information, see the website.
37th ACM SIGMOD-SIGACT-SIGAI Symposium on PRINCIPLES OF DATABASE
SYSTEMS (PODS 2018)
Call for Papers
June 11 - June 13, 2018, Houston, Texas, USA
PODS has two rounds of submissions (see dates below).
* The PODS symposium series, held in conjunction with the SIGMOD
conference series, provides a premier annual forum for the
communication of new advances in the theoretical foundations of data
management, traditional or non-traditional (see
http://www.sigmod.org/the-pods-pages/the-pods-pages).
* For the 37th edition, PODS continues to aim to broaden its scope,
and calls for research papers providing original, substantial
contributions along one or more of the following aspects:
- deep theoretical exploration of topical areas central to data
management;
- new formal frameworks that aim at providing the basis for deeper
theoretical investigation of important emerging issues in data
management;
- validation of established theoretical approaches from the lens of
practical applicability in data management. Papers in this track
should provide an experimental evaluation that gives new insight
in established theories. Besides, they should provide a clear
message to the database theory community as to which aspects need
further (theoretical) investigation, based on the experimental
findings.
* Topics (that fit the interests of the symposium include, but are not
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limited to):
- concurrency & recovery, distributed/parallel databases, cloud
computing
- data and knowledge integration and exchange, data provenance, views
and data warehouses, metadata management
- data-centric (business) process management, workflows, web services
- data management and machine learning
- data mining, information extraction, search
- data models, data structures, algorithms for data management
- data privacy and security, human-related data and ethics
- data streams
- design, semantics, query languages
- domain-specific databases (multi-media, scientific, spatial,
temporal, text)
- graph databases and (semantic) Web data
- incompleteness, inconsistency, uncertainty in data management
- knowledge-enriched data management
- model theory, logics, algebras, computational complexity
* PROGRAM CHAIR: Marcelo Arenas
* IMPORTANT DATES:
First Submission Cycle:
- Abstract submission: Jun 15, 2017
- Paper submission: Jun 22, 2017
- First notification: Aug 31, 2017
- Revision deadline: Sep 28, 2017
- Final notification: Nov 02, 2017
Second Submission Cycle:
- Abstract submission: Dec 12, 2017
- Paper submission: Dec 19, 2017
- Final notification: Feb 27, 2018
All deadlines end at 11:59pm AoE.
SEVENTH ACM SIGPLAN INTERNATIONAL CONFERENCE ON CERTIFIED
PROGRAMS AND PROOFS (CPP 2018)
Call for Papers
January 8-9, 2018, Los Angeles, USA
http://popl18.sigplan.org/track/CPP-2018
* OVERVIEW
Certified Programs and Proofs (CPP) is an international forum on
theoretical and practical topics in all areas, including computer
science, mathematics, and education, that consider certification as
an essential paradigm for their work. Certification here means
formal, mechanized verification of some sort, preferably with
production of independently checkable certificates.
* DATES
- Abstract submission deadline: Fri 6 Oct 2017
- Full paper submission deadline: Wed 11 Oct 2017
- Notification:
Tue 14 Nov 2017
* INVITED SPEAKERS
- Brigitte Pientka (McGill University, Canada)
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- RenÃl’ Thiemann (University of Innsbruck, Austria)
* PROGRAM CO-CHAIRS
- June Andronick (Data61, CSIRO and UNSW, Australia)
- Amy Felty (University of Ottawa, Canada)
INTERNATIONAL CONFERENCE ON RELIABILITY, SAFETY AND
SECURITY OF RAILWAY SYSTEMS: MODELLING, ANALYSIS,
VERIFICATION AND CERTIFICATION
RSSRail 2017
November 14-16, 2017, Pistoia, Italy
https://conferences.ncl.ac.uk/rssrail/
* RESEARCH PROGRAM
See details at:
http://conferences.ncl.ac.uk/rssrail/programme/
KEYNOTE SPEAKERS
Jens Braband, Siemens AG, Rail Automation and Honorary Professor of
Technical University of Braunschweig, Germany:
Michael Leuschel, Heinrich Heine Universitat, Dusseldorf, Germany:
Aryldo Ar. Russo, CERTIFER, France:
* TUTORIALS
Four tutorials will be presented, see details at:
http://conferences.ncl.ac.uk/rssrail/tutorials/
* CONFERENCE CHAIRS:
Alessandro Fantechi, University of Florence, Italy
Thierry Lecomte, ClearSy, France
Alexander Romanovsky, Newcastle University, UK
CATEGORIES LOGIC AND PHYSICS SCOTLAND
Call for Participation
Monday 20 November 2017
School of Informatics, University of Edinburgh
http://conferences.inf.ed.ac.uk/clapscotland/
* Following three successful earlier meetings, we are pleased to
announce the fourth workshop in the CLAP Scotland series, and invite
you to participate.
* CONFIRMED SPEAKERS include:
Danel Ahman (INRIA Paris)
Bob Coecke (University of Oxford)
Ross Duncan (University of Strathclyde)
Christian Korff (University of Glasgow)
Tom Leinster (University of Edinburgh)
Noam Zeilberger (University of Birmingham)
* Registration is free. For catering purposes, please email the local
organiser <chris.heunen@ed.ac.uk> if you plan to attend. We look
forward to seeing you in Edinburgh!
10th SYMPOSIUM ON FOUNDATIONS OF INFORMATION AND KNOWLEDGE
SYSTEMS (FoIKS 2018)
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Call for papers
May 14-18, 2018, Alfred Renyi Institute of Mathematics,
Budapest, Hungary
http://2018.foiks.org/
* FoIKS 2018 solicits original contributions dealing with any
foundational aspect of information and knowledge systems. This
includes submissions that apply ideas, theories or methods from
specific disciplines to information and knowledge systems. Examples
of such disciplines are discrete mathematics, logic and algebra,
model theory, information theory, complexity theory, algorithmics
and computation, statistics and optimization.
* The FoIKS symposia are a forum for intense discussions. Speakers
will be given sufficient time to present their ideas and results
within the larger context of their research; furthermore,
participants will be asked to prepare a first response to another
contribution in order to initiate discussion.
* INVITED SPEAKERS
Laura Kovacs (TU Wien),
Sebastian Link (Auckland Univ.),
David Pearce (TU Madrid),
Bernhard Thalheim (Christian-Albrechts Univ. Kiel)
* Scientific Sponsors: ALP, EATCS, Vienna Center for Logic and Algorithms
* IMPORTANT DATES
Abstract submission due: November 24, 2017;
Paper submission: December 01, 2017;
Notification: February 02, 2018
* Detailed information can be found on the webpage: http://2018.foiks.org/
2ND INTERNATIONAL WORKSHOP ON TESTING EXTRA-FUNCTIONAL
PROPERTIES AND QUALITY CHARACTERISTICS OF SOFTWARE
SYSTEMS (ITEQS)
Co-located with ICST 2018, Vasteras - Sweden
http://www.mrtc.mdh.se/ITEQS/2018/
* SCOPE The workshop endorses contributions in a wide range of
topics related to testing of EFPs in the form of full papers and
short yet solid work-in-progress/position papers. Note: The
workshop does not accept papers that focus purely onfunctional
testing! For further information, see the website.
* IMPORTANT DATES
Submission deadline: January 12, 2018
Notifications: February 21, 2018
Workshop date: April 9, 2018 (preliminary)
* ORGANIZERS
Mehrdad Saadatmand, RISE SICS Vasteras, Sweden
(mehrdad.saadatmand[at]ri.se)
Birgitta Lindstrom, University of Skovde, Sweden
(birgitta.lindstrom[at]his.se)
Bernhard K. Aichernig, Graz University of Technology, Austria
(aichernig[at]ist.tugraz.at)
* Contact: iteqs2018@easychair.org

ACM SIGLOG News

60

October 2017, Vol. 4, No. 4

THIRD INTERNATIONAL CONFERENCE ON FORMAL STRUCTURES
FOR COMPUTATION AND DEDUCTION (FSCD 2018)
Oxford, UK, July 9 - 12th, 2018.
http://fscd-conference.org/editions/fscd-2018
Part of The Federated Logic Conference, FLoC 2018,
Oxford, UK, July 6 - 19th, 2018.
http://www.floc2018.org
* TOPICS: FSCD covers all aspects of formal structures for computation
and deduction from theoretical foundations to applications.
Building on two communities, RTA (Rewriting Techniques and
Applications) and TLCA (Typed Lambda Calculi and Applications), FSCD
embraces their core topics and broadens their scope to closely
related areas in logics, proof theory and new emerging models of
computation such as quantum computing or homotopy type theory.
* Suggested, but not exclusive, list of topics for submission are:
1. Calculi: Lambda calculus - Concurrent calculi - Logics Rewriting systems - Proof theory - Type theory and logical
frameworks 2. Methods in Computation and Deduction: Type systems Induction and coinduction - Matching, unification, completion, and
orderings - Strategies - Tree automata - Model checking - Proof
search and theorem proving - Constraint solving and decision
procedures 3. Semantics: Operational semantics - Abstract machines Game Semantics - Domain theory and categorical models - Quantitative
models 4. Algorithmic Analysis and Transformations of Formal
Systems: Type Inference and type checking - Abstract Interpretation
- Complexity analysis and implicit computational complexity Checking termination, confluence, derivational complexity and
related properties - Symbolic computation 5. Tools and Applications:
Programming and proof environments - Verification tools - Libraries
for proof assistants and interactive theorem provers - Case studies
in proof assistants and interactive theorem provers - Certification
- Applications to security, planning, data bases
* IMPORTANT DATES:
All deadlines are midnight anywhere-on-earth (AoE); late submissions
will not be considered.
Abstract Deadline: January 15th, 2018
Submission Deadline: January 22nd, 2018
Rebuttal: March 22 - 25th, 2018
Notification: April 2nd, 2018
Camera-Ready: May 2nd, 2018
FSCD Conference: July 9 - 12th, 2018
FLoC Conference: July 6 - 19th, 2018
* PROGRAM COMMITTEE CHAIR
Helene Kirchner, Inria
* CONFERENCE & WORKSHOP CHAIR:
Paula Severi, Leicester U.
CONTINUITY, COMPUTABILITY, CONSTRUCTIVITY: FROM LOGIC
TO ALGORITHMS 2017
Call for Submissions (Postproceedings)
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Deadline for submission 1 February 2018
* After the successful start of the new EU-MSCA-RISE project
"Computing with Infinite Data" (CID) and the excellent Workshop CCC
2017 in Nancy (France) in June this year, we are planning to publish
a collection of papers dedicated to the meeting and to the project
as a Special Issue in the open-access journal
LOGICAL METHODS IN COMPUTER SCIENCE.
* The issue should reflect progress made in Computable Analysis and
related areas, and is not restricted to work in the CID project or
presented at the Workshop.
* Submissions are welcome from all scientists on topics in the
entire spectrum from logic to algorithms including, but not limited
to: Exact real number computation, Correctness of algorithms on
infinite data, Computable analysis, Complexity of real numbers,
real-valued functions, etc. Effective descriptive set theory,
Constructive topological foundations, Scott’s domain theory,
Constructive analysis, Category-theoretic approaches to computation
on infinite data, Weihrauch degrees, Randomness and computable
measure theory, Other related areas.
* EDITORS:
Ulrich Berger (Swansea, UK)
Pieter Collins (Maastricht, NL)
Mathieu Hoyrup (Nancy, FR)
Victor Selivanov (Novosibirsk, RUS)
Dieter Spreen (Siegen, DE)
Martin Ziegler (KAIST, KR)
* DEADLINE FOR SUBMISSION:
1 February 2018
* If you intend to submit a paper for the special issue, please inform
us by sending email to: spreen@math.uni-siegen.de by 1 January 2018
POST-DOC POSITION AT TU DORTMUND
* At TU Dortmund University, we are looking for talented and motivated
post-doctoral researchers (or PhD students) interested in joining
the project Dynamic Expressiveness of Logics, which is funded by the
Deutsche Forschungsgemeinschaft (DFG).
* The opening is in the working group of Thomas Schwentick.
* The position is limited to two years, until 30.09.2019, and does not
involve teaching obligations.
* The official, complete job opening is available at
https://service.tu-dortmund.de/documents/18/2120797/Research+Assistant+(Ref
.-Nr.+w45-17)/ade04a70-99ab-46fb-8dbf-fc129ac24d06?version=3D1.0
* Interested? Please do not hesitate to contact us:
TU Dortmund, Dept. of Computer Science
Chair I - Logic in Computer Science
Thomas Schwentick
Otto-Hahn-Str. 12
44227 Dortmund
Germany
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POSTDOCTORAL RESEARCHER IN SEMANTICS AND TOOLS FOR QUANTUM
PROGRAMMING LANGUAGES
* Applications are invited for a postdoctoral position beginning
October 1, 2017 and running through November 30, 2018. The position
is in the Department of Computer Science at Tulane University, and
will be under the supervision of Professor Michael Mislove.
* The successful applicant will work on a project entitled
"Semantics, Formal Reasoning, and Tool Support for Quantum
Programming". The project involves designing high-level semantic
models and tools to support quantum functional programming
languages. A prototype language is Proto-Quipper, which has been
under development (http://www.mathstat.dal.ca/~selinger/quipper/
). This language uses the circuit model for quantum computation, and
envisions languages that support quantum computation under classical
control. The overall aim is to design type-safe functional
programming languages for quantum computing. The project also
involves developing the meta-theory (including categorical
semantics) of such languages, and eventually to formalize some of
the meta-theory in a proof assistant. The focus of the Tulane work
is modeling recursion in such languages, which requires developing
quantum domain theory, but interactions with other aspects of the
project are expected.
* Familiarity with programming language design, and / or semantics
is a prerequisite of the position. The latter includes categorical
semantics and domain theory. A good knowledge of category theory is
also a prerequisite. Of course, familiarity with quantum computing
is helpful. Additional components of the project will address issues
around quantum information such as non-locality and contextuality,
adapting proof assistants (Coq, Agda, Lean, etc) to develop
automated verification for quantum programming languages.
* To apply for one of this position, direct your browser to the link:
https://apply.interfolio.com/41053
* Funding for the project comes from the DOD and the U.S. Air Force
Office of Scientific Research.
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